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1 Singularity theorems

I thought discussing this topic might be fun, given that half of the 2020 Nobel Prize in
physics was awarded to Sir Roger Penrose for related work – “the discovery that black hole
formation is a robust prediction of the general theory of relativity”. Obviously we have
nowhere near enough time to develop a full proof here, but we can at least give you a flavour
of the physics/math involved. In this section, we will follow the outline by Carroll in his
appendix §F on Geodesic Congruences.

1.1 When do timelike geodesics focus?

In GR1, we studied tidal forces, using the geodesic deviation equation. Now we will dig into
this topic of geodesic deviation in a little more depth. A congruence is a set of curves in
an open region of spacetime such that every point in the region lies on precisely one curve.
Consider a timelike geodesic congruence with tangent vector

Uµ =
dxµ

dλ
, (1.1)

like T before. You can think of this physically as the 4-velocity vector of some pressureless
fluid, if you like. Recall that for timelike 4-velocities we have

UµUµ = 1 , (1.2)

while for geodesics we have that
Uλ∇λU

µ = 0. (1.3)

Consider a separation vector V µ pointing from one geodesic to a neighbouring one. We have
already found that

DV µ

Dλ
= Uλ∇λV

µ

= V λ∇λU
µ (because [U, V ] = 0)

= Bµ
νV

ν (1.4)

where we have defined
Bµ

ν ≡ ∇νU
µ . (1.5)

Note that we need to be very careful not to make any symmetry assumptions about this
(1,1) tensor B yet. What does B do? It measures the failure of V µ to be parallel transported
along the congruence – so it describes the extent to which neighbouring geodesics deviate
from being parallel.

Given a Uµ, at each point we can study the subspace of the tangent space corresponding
to vectors that are normal to Uµ. We can project onto this subspace by using the very handy
tensor

P µ
ν = δµν − UµUν . (1.6)

2



This obeys the main condition for a projector, that “P 2 = P”,

P µ
νP

ν
σ = (δµν − UµUν) (δνσ − UνUσ) (1.7)

= δµσ − UµUσ − UµUσ + Uµ(UνU
ν)Uσ (1.8)

= δµσ + (−1− 1 + 1)UµUσ (1.9)

= P µ
σ . (1.10)

where we again used UµU
µ = 1. Note also that the trace of the projector P µ

µ = (D−1) = d:
the normal space is d dimensional. Further, the tensor P µ

ν works to do what it advertises,

Uµ (P µ
νW

ν) = Uµ ([δµν − UµUν ]W
ν) (1.11)

= UνW
ν − (+1)UνW

ν (1.12)

= 0 , (1.13)

so that a P -projected vector is indeed in the space normal to U . The dot product of U
with a P -projected vector is zero. (Recall that for any projector P , it provides a unique
decomposition of a vector X into PX and (1− P )X.)

Notice that Bµν is in the normal subspace too, since contracting with the first index
gives zero,

UµBµν = Uµ∇νUµ = 0 . (1.14)

This follows from the identity

∇λ (UµU
µ) = ∇λ(1) = 0 , (1.15)

and the fact that ∇ obeys the Leibniz rule. We also need to check normal-ness when
contracting on the second index of B as well. This also works, because

UνBµν = Uν∇νU
µ = 0 , (1.16)

where we used the fact that U is the tangent vector to the geodesic.
Since Bµν is a rank (0,2) tensor, we can decompose it into three parts: (a) the antisym-

metric part, (b) the symmetric traceless part, and (c) the trace part,

Bµν = ωµν + σµν +
1

3
θPµν , (1.17)

where in taking these traces, we use the projection tensor P rather than the Kronecker delta.
The expansion of the geodesic congruence is defined as

θ = P µνBµν = ∇µU
µ . (1.18)

For the rotation of the geodesic congruence, we have

ωµν = B[µν] = ∇[µUν] , (1.19)

and for the shear of the geodesic congruence we have

σµν = B(µν) −
1

3
θPµν (1.20)

= ∇(µUν) −
1

3
(∇µU

µ) (gµν − UµUν) . (1.21)
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We now want to derive an equation for the directional covariant derivative

D

Dλ
= Uσ∇σ (1.22)

acting on the tensor B. In components,

D

Dλ
Bµν = Uσ∇σ (∇νUµ)

= Uσ
(
∇ν∇σUµ −Rλ

µσνUλ
)

= ∇ν (Uσ∇σUµ)− (∇νU
σ)(∇σUµ)−RλµσνU

σUλ

= −(∇νU
σ)(∇σUµ)−RλµσνU

σUλ

= −Bσ
νBµσ +RµλσνU

σUλ (1.23)

where in the second to last line we used the geodesic equation and we have also made use of
antisymmetries of Riemann. Our next step is to split up this equation into its antisymmetric,
symmetric traceless, and trace parts. The resulting algebra is straightforward, tedious, and
not especially illuminating, and yields three nonlinear coupled equations. The easiest one to
find is for the expansion, because all we need to do is take the above equation and contract it
against gµν . The resulting evolution equation for the expansion of this congruence of timelike
geodesics is known as the Raychaudhuri equation,

D

Dλ
θ = −1

3
θ2 − σµνσµν + ωµνω

µν +RµνU
µUν . (1.24)

Consider the second and third terms involving the shear and rotation. These tensors are
both “spatial” in nature, by definition, so their relativistic squares will be positive semidefi-
nite. Accordingly, the first two terms on the RHS for Dθ/Dλ are negative semidefinite. By
contrast, the the third term involving the rotation is positive semidefinite. An interesting
physics point is that by the Frobenius theorem (see Carroll §C,D), if the congruence is
hypersurface-orthogonal then the rotation is zero. Accordingly, if an inequality can be put
on the contraction of the Ricci tensor with two 4-velocities, then we can prove something
about the expansion of the geodesic congruence. Physically, this corresponds to figuring out
how our congruence of geodesics gets focused (or not) by the spacetime curvature.

The evolution of the rotation and shear also need to be understood, in their own right,
even if we only want to understand the evolution of the expansion, because they enter
nonlinearly into Dθ/Dλ. After some straightforward but tedious algebra, you will find that
the rotation obeys an evolution equation with a RHS involving expansion times rotation,
and rotation contracted with shear. The shear evolution equation is the most complicated
of the three. It has pieces in its RHS involving expansion times shear, shear contracted with
shear, rotation contracted with rotation, projection tensor times full contractions of both
shear with itself and rotation with itself, Weyl tensor contracted with two Us, and a spatially
projected trace-free part of Ricci. The Weyl tensor is the Riemann tensor with all its trace
parts removed,

Cµνλσ = Rµνλσ +
1

(D − 2)
(gµλRνσ + gνσRµλ − gνλRµσ − gµσRνλ)

+
1

(D − 1)(D − 2)
R (gµλgνσ − gνλgµσ) . (1.25)
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Weyl is designed to have exactly the same symmetries as Riemann, only with all the trace
parts gone.

Reminder: all the discussion up until now concerned timelike geodesics. If instead we
wanted to study null geodesic congruence, we would need a somewhat different analysis.

1.2 When do null geodesics focus?

Suppose that instead of a timelike geodesic congruence we wanted to follow a null geodesic
congruence. If we want to derive a similar looking set of equations for our null geodesics,
there are a few wrinkles compared to the timelike case. First, note that the tangent vector
of a null curve

kµ =
dxµ

dλ
(1.26)

is normal to itself: kµkµ = 0 (by the relativistic mass shell relation). The closest analogue
we can look for in the case of a null geodesic congruence is to seek the evolution of vectors
in a two-dimensional (not 3D) subspace of “spatial” vectors `µ which are normal to the null
tangent vector field kµ. Unfortunately, there is no way to define this subspace uniquely, as
observers in different Lorentz frames typically have different notions of what constitutes a
spatial vector. As Carroll motivates in §F, the low-tech way of proceeding is to define a
second auxiliary vector `µ, which (in some frame) points in the opposite spatial direction to
kµ, normalized such that

`µ`
µ = 0 , `µk

µ = −1 . (1.27)

Demanding that `µ be parallel transported gives

kµ∇µ`
ν = 0 . (1.28)

Then the transverse space T⊥ is defined as the set of vectors V µ such that kµVµ = 0 and
`µV

µ = 0. The projection tensor that works this time is

Qµν = gµν + k(µ`ν) . (1.29)

Now we can define our analogue of the B-tensor from the case of timelike geodesic congru-
ences. We write

B̂µ
ν = Qµ

αQ
β
νB

α
β , where Bα

β = ∇βk
α . (1.30)

The final step towards writing the evolution equations for a congruence of null geodesics is
to break up B̂ into its trace part, its trace-free symmetric part, and its antisymmetric part,
this time using Q to take traces,

B̂µν =
1

2
θ̂ Qµν + σ̂µν + ω̂µν . (1.31)

This yields
D

Dλ
θ̂ = −1

2
θ̂2 − σ̂µν σ̂µν + ω̂µνω̂

µν +Rµνk
µkν . (1.32)

Note that the physics of this equation does not depend at all on `µ, our auxiliary vector.
Whew!
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How about the equations for the rotation and shear? These are again different from
the timelike case, basically because we are using a different projection tensor to split up the
antisymmetric, symmetric traceless, and trace contributions. In the evolution equation for
rotation, the RHS involves expansion times rotation. In the evolution equation for shear, the
RHS involves expansion times shear – plus a qualitatively new contraction of two projection
tensors and two tangent vectors with the four-index Weyl tensor Cµνλσ.

Now, if we wanted to constrain the evolution of the expansion of our null geodesic
congruence, we would again choose hypersurface-orthogonality to remove the rotation term.
Then, by the expansion evolution equation above, it would remain only to constrain Rµνk

µkν ,
where kµ is null, to say something about the expansion evolution. Note how this story is
qualitatively different than the analogue for timelike geodesic congruence, which involved
constraining RµνU

µUν , where Uµ (the 4-velocity) is timelike.

1.3 Energy conditions

We had for congruences of timelike geodesics that

Dθ

Dλ
= +ωµνω

µν − σµνσµν −
1

3
θ2 +RµνU

µUν . (1.33)

The rotation part involving ωµν vanishes if the 4-velocity vector field is hypersurface-orthogonal,
and we will make this technical assumption here. The shear part involving σµν is positive
semidefinite.

You proved a handy identity in a GR1 homework assignment,

Rµν = −8πGN

[
Tµν −

1

(D − 2)
Tgµν

]
, (1.34)

where we have included the cosmological constant term in what we mean by the stress-energy
tensor here. In locally inertial coordinates xµ̂, the 4-velocity points entirely along the time
direction, and

Rµ̂ν̂U
µ̂U ν̂ = Rt̂t̂ . (1.35)

In the same coordinates, gµ̂ν̂ = ηµ̂ν̂ and T = c2(ρ −∑i Pi/c
2), which gives after a small

amount of algebra
dθ

dλ
= −4πGN(ρ+

∑
i

Pi
c2

) . (1.36)

To know whether or not gravity is attractive, we need to know how the energy density and
pressures behave. There are several commonly discussed energy conditions.

WEC: The Weak Energy Condition requires Tµνt
µtν ≥ 0 for all timelike vectors tµ. In perfect

fluid language,

ρ ≥ 0 , ρ+
P

c2
≥ 0 . (1.37)

NEC: The Null Energy Condition requires Tµν`
µ`ν ≥ 0 for all null `µ, or

ρ+
P

c2
≥ 0 . (1.38)

The energy density may now be negative, if it is compensated by a positive pressure.
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DEC: The Dominant Energy Condition requires the WEC and also that T µνtν be nonspace-
like,

ρ ≥ |P |
c2

. (1.39)

NDEC: The Null Dominant Energy Condition is the DEC for null vectors only. The NDEC
excludes all sources excluded by the DEC, except for a negative vacuum energy.

SEC: The Strong Energy Condition requires Tµνt
µtν ≥ 1

2
T λλt

σtσ (in 4D) or

ρ+
P

c2
≥ 0 , ρ+ 3

P

c2
≥ 0 . (1.40)

The SEC implies the NEC, and it also rules out negative pressures of large magnitude.

If we can require the SEC, then gravity must be attractive. Let us prove this using the
Einstein equations. We have

RµνU
µUν = −8πGN

(
Tµν −

1

2
T λλgµν

)
UµUν , (1.41)

≤ 0 ∀ timelike Uµ . (1.42)

Therefore, RµνU
µUν ≤ 0 if we have the SEC. The 4-velocity should be perpendicular to a

family of hypersurfaces, so that the rotation of the congruence of geodesics is zero. Then
the shear term is negative semidefinite and

dθ

dλ
≤ −1

3
θ2 . (1.43)

We can integrate this to get

θ−1(λ) ≥ θ−1
0 +

1

3
λ . (1.44)

This implies that the geodesics converge, to what is called a caustic, in finite affine time.
So as long as we have the SEC, geodesics focus and gravity is attractive. Note that the
cosmological constant seriously disobeys the SEC, because it has P/c2 = −ρ.
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2 FRW cosmology 1: symmetries, geometry, geodesics

The primary sources I will be using for FRW cosmology are: HEL §14-16 and §1 of Baumann.

2.1 Introduction

Have you ever wondered why the night sky is mostly dark, punctuated by starlight? Assume
for the moment that the universe is approximately the same in every direction. There ought
to be stars in every direction. But not all stars shine with the same brightness. Indeed,
electromagnetism obeys an inverse square law. A competing effect is that as you go further
away, the surface area of the night sky grows like the square of distance. Combining these
two facts näıvely tells us that the night sky should be ablaze with light in every direction.
The fact that it is clearly not is called Olbers’ Paradox. In reaching this conclusion, we
assumed implicitly that the universe is static and infinite in size. In fact, our observable
universe is finite and expanding! So how do astrophysicists know this?

The key technique is spectrographic analysis of starlight. Quantum mechanics tells us
that photons obey E = hν. So if ν in our detector is redshifted compared to what is observed
in the atomic rest frame, then relativity tells us that the source must be moving away from
us and how fast. By making use of the work of others such as Slipher, Hubble found that,
on average, the more distant light sources were moving away faster, and codified this into a
“law”,

v = H0D ,

where D is distance and the constant H0 is known as the Hubble constant. This was an
approximation based on the kinds of observations available back in the day.

Physicists realized that the reason why the universe is expanding is that the fabric of
spacetime itself is expanding. This can be explained in a similar way to how pointlike dots
drawn on a balloon move apart from each other faster as the balloon is blown up. Note that
this expansion of spacetime does not change the size of gravitationally bound systems like
stars with planets or galaxies – it just increases the space in between them.

What if the galaxy was far enough away that the recessional speed became greater than
the speed of light? Does it mean that signals are being transmitted in violation of causality?
No. The light from them simply cannot reach us any more. We call the patch of spacetime
containing things with which we could in principle communicate the causal patch. It has a
finite size because our universe has lived for only a finite amount of time: about 13.8 billion
years, plus or minus about 21 million years, according to recent astrophysical observations.

2.2 Isotropy, homogeneity, and coordinate systems

The cosmological principle is the idea that no, we are not actually at the centre of the
entire universe. Luckily, in Canada in 2019 I am not risking my life by teaching this idea.
But when it was first proposed, it seriously honked off keepers of religious doctrine.

How will we analyze the dynamics of the cosmos? The spherical cow approximation
for cosmology, which is in fact a pretty decent first approximation, is to assume that our
cosmos is approximately isotropic, meaning independent of direction, and homogeneous,
meaning independent of position. Later, we will look at perturbations on this picture.
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Up until now, we have focused mostly on static or stationary solutions of Einstein’s
equations, like the Schwarzschild and Kerr black holes. In a cosmological setting, it will turn
out to be generic for the spacetime metric to be time dependent.

OK. So we are assuming that our spacetime is the same at every spatial point in the
cosmos and the same in all directions. This is known as spatial isotropy and homogeneity.
Then we can conceptualize spacetime as a smooth sequence of spatial slices at each given
time, and each spatial slice is spatially isotropic and homogeneous. Suppose that we do not
want to reinvent the wheel, and instead look up a math textbook to tell us what options we
might have for the spatial slices. It turns out there are three: flat Euclidean 3-space R3, the
positively curved 3-sphere S3, and the negatively curved hyperbolic space H3. Each of these
choices turns out to be maximally symmetric because of the isotropy and homogeneity.

First, let us consider the flat R3 case with Cartesian coordinates {~x}. We have for the
spatial line element

d`2
flat = δijdx

idxj . (2.1)

Next, let us consider the positively curved 3-sphere S3, which can be embedded in R4 with
coordinates {~x′, u′} via

d`2
sph = |d~x′|2 + (du′)2 , (2.2)

where
|~x′|2 + (u′)2 = a2 , (2.3)

with a playing the role of the radius of the S3. It is traditional to rescale coordinates by a
factor of a and write instead

d`2
sph = a2

{
|d~x|2 + du2

}
, (2.4)

with
|~x|2 + u2 = 1 . (2.5)

Lastly, let us consider the negatively curved hyperbolic 3-psace, H3, which can be embedded
in R3,1 with coordinates {~x, u},

d`2
hyp = a2

{
|d~x|2 − du2

}
, (2.6)

with
|~x|2 − u2 = −1 . (2.7)

You are probably familiar with the idea of a positively curved surface, having played
with a variety of balls over your lifetime so far, like a basketball. If you were in my GR1

course last semester, you know that the angles of a triangle drawn on the surface of a sphere
actually add up to greater than π, as you can see by taking an orange and drawing the
triangle using a kid-safe marker pen using a protractor/set square. For example, start at
the North Pole, follow a line of longitude down to the equator, turn along the equator and
go a quarter of the way around the world, then turn back up another line of longitude to
get back to the North Pole. You will find that your triangle has three right angles, giving a
total angle of 3π/2.

But what about negatively curved surfaces? What is the best common example of that?
I like to point to Pringles, those silly shaped potato chip-like snacks, which have a saddle-like
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shape. The sum of the angles of a triangle on a Pringle is less than π, which you can again
see by drawing with the kid-safe marker on a Pringle. Then comes the best part: you can
eat your geometry experiments! That is, if you peeled the orange before drawing on it. :D

The following image is from https://wmap.gsfc.nasa.gov/universe/uni shape.html.

Notice how for the positively and negatively curved cases, we have that

|~x|2 ± u2 = ±1 , (2.8)

so that
d~x · ~x = ∓udu . (2.9)

Substituting back into the spatial metric we have

d`2
sph/hyp = a2

{
|d~x|2 ± (~x · d~x)2

(1∓ |~x|2)

}
. (2.10)

The useful thing about this relation is that it allows us to unify with the flat case and write

d`2 = a2

{
|d~x|2 +

k(~x · d~x)2

(1− k|~x|2)

}
≡ a2γijdx

idxj , (2.11)

where

γij = δij +
kxixj

(1− kxmxm)
, (2.12)

with the curvature constant k defined by

k =


0 , flat

+1 , sph
−1 , hyp .

(2.13)
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Note that, despite initial appearances, the point ~x = ~0 in the above spacetime is not physi-
cally special, it just looks that way because of a coordinate artefact.

It is often convenient to switch to a polar spatial coordinate system {r, θ, φ} instead of
a Cartesian one, where

~x · d~x = rdr ,

|d~x|2 = dr2 + r2
(
dθ2 + sin2 θ dφ2

)
, (2.14)

so that

d`2 = a2

{
dr2

(1− kr2)
+ r2dΩ2

2

}
, (2.15)

with
dΩ2

2 ≡ dθ2 + sin2 θ dφ2 . (2.16)

Another commonly used coordinate system, especially when discussing propagation of
light, involves a new radial coordinate χ defined via

dr2

(1− kr2)
:= dχ2 , (2.17)

that is,

dχ ≡ dr√
1− kr2

. (2.18)

Then with the spatial coordinates {χ, θ, φ} we have the unified expression for the spatial line
element

d`2 = a2
{
dχ2 + S2

k(χ) dΩ2
2

}
, (2.19)

where

Sk(χ) ≡


χ , k = 0
sinχ , k = +1
sinhχ , k = −1 .

(2.20)

2.3 FRW metric

Now that we have covered these important spatial preliminaries, we can turn to writing down
the main Friedmann-Robertson-Walker (FRW) ansatz! It is

ds2 = dt2 − a2(t)
{
γijdx

idxj
}
. (2.21)

The most physically important thing to notice about this metric, apart from the spatial
isotropy and homogeneity, is the time dependence.

The coordinates {~x} are known as comoving coordinates. One might also consider
discussing “physical coordinates”

xiphys ≡ a(t)xi . (2.22)

These have the property that a moving object obeys

dxiphys

dt
≡ viphys = a(t)

dxi

dt
+

.
a

a
(axi)

= vipeculiar +Hxiphys , (2.23)
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where . ≡ d/dt (not d/dλ!) and the Hubble parameter is

H(t) =
.
a(t)

a(t)
. (2.24)

The second term in the physical velocity equation above is known as the Hubble flow. The
first term is known as the peculiar velocity of the moving object in the FRW spacetime,
and it measures the velocity of the object measured by an observer following the Hubble
flow, known as a comoving observer.

A little earlier, I mentioned that we can use coordinates {χ, θ, φ} to describe the spatial
slices of our FRW spacetime. We can also transform our time coordinate to a new comoving
time τ via

dt

a(t)
≡ dτ . (2.25)

If we know the dependence of a(t) on time t, we can easily integrate this to rewrite the scale
function as a function of τ instead of t. Then in the spacetime coordinate system {τ, χ, θ, φ},
we have the FRW metric

ds2 = a2(τ)
{
dτ 2 −

(
dχ2 + S2

k(χ) dΩ2
2

)}
. (2.26)

If we stare at this for a minute or two, we can see its utility for analyzing the motion
of photons, because for photons the path has zero invariant interval. For photon motion,
whatever the scale factor is doing basically factors off, in this coordinate system. The physics
is dictated by what goes in within the {. . .}, almost as if we were in flat Minkowski spacetime.
For instance, if the photon moves only radially, we have dτ = ±dχ.

2.4 Geodesics in FRW

What do geodesics look like in the above FRW spacetime? Writing the tangent vector of
the geodesic as Uµ, we have the geodesic equation

0 = Uα∇αU
µ = Uα

(
∂αU

µ + ΓµαβU
β
)
, (2.27)

which can be rearranged into

Uα∂αU
µ = −ΓµαβU

αUβ . (2.28)

To get any further, we need to know which Christoffels are zero and which are nonzero.
We evaluated Christoffel and Riemann components for the simplest case of flat spatial

sections with a scale factor a(t) in GR1. Here, we need to redo the calculations, to be able
to handle the cases of positive and negative spatial curvature as well. The only nonzero
Christoffels for the FRW metrics turn out to be

Γ0
ij = a

.
aγij , Γi 0j =

.
a

a
δij , Γi jk =

1

2
γi` (∂jγk` + ∂kγj` − ∂`γjk) . (2.29)

Now, back to our geodesic equation. Physically, by homogeneity, we should expect the
spatial derivative of Uµ to be identically zero. The geodesic equation (2.28) then becomes

U0∂0U
µ = −2Γµ0iU

0U i + ΓµijU
iU j . (2.30)
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As Baumann emphasizes, we can draw two physics conclusions fairly easily from this. First,
notice that a massive particle can be at rest in the comoving frame, U i = 0. The above
geodesic equation makes clear that if this spatial velocity is zero at some time, then it will
also be zero for all time.

But what if the particle is not at rest? Let us look more closely at the time component
of the above geodesic equation in FRW spacetime, for both timelike and lightlike particles.
We have

U0∂0U
0 = −Γ0

ijU
iU j = −.

aaγijU
iU j

= −
.
a

a

(
−gijU iU j

)
. (2.31)

Suppose that I define
E ≡ U0 , P2 ≡ −gijU iU j . (2.32)

Then

E
.
E = −

.
a

a
P2 . (2.33)

Next, recall that we also know the tangent vector norm condition

E 2 −P2 = ε ≡
{

0 , lightlike
+1 , timelike ,

(2.34)

which yields
E

.
E = P

.
P . (2.35)

Combining the two equations gives .
P

P
= −

.
a

a
(2.36)

So this P decays as the universe expands, for both timelike and lightlike geodesic motion.
Freely falling particles in FRW spacetime converge to the Hubble flow. For the lightlike case,
E also decays as the universe expands according to the same rule as P obeys.
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3 FRW cosmology 2: dynamical equations of motion

If we want to discover how the FRW scale factor evolves, we need to understand the coupled
equations of our system of both gravitational and matter fields. The Einstein equations and
the equations expressing covariant conservation of energy-momentum will be our guiding
principles. We will then examine the case where our energy-momentum tensor is a cosmo-
logical perfect fluid, and work out how the scale factor evolves for different types of perfect
fluids realized in Nature.

3.1 The Einstein equations for FRW

To see how the Einstein equations work in detail, we should pick a coordinate system. It
will be convenient to use our comoving coordinates,

ds2 = dt2 − a2(t)

[
dr2

(1− kr2)
+ r2

(
dθ2 + sin2θ dφ2

)]
. (3.1)

The Christoffels, and the Riemann tensor, and the Ricci tensor and scalar can all be straight-
forwardly computed either by hand or via your favourite computer algebra app like Maxima
which you used in multiple GR1 homework assignments. As you can check, the nonzero
components of the rank (1,1) Ricci tensor in this coordinate system are

Rt
t = d

..
a

a
, (3.2)

Rr
r = Rθ

θ = Rφ
φ =

..
a

a
+ (d− 1)

[( .
a

a

)2

+
k

a2

]
, (3.3)

where D = d+ 1, i.e. d = 3 in our universe. Then the Ricci scalar is

R =

[
2d

..
a

a
+ d(d− 1)

( .
a

a

)2

+
k

a2

]
. (3.4)

How about the stress-energy tensor of our perfect fluid? This generally takes the form

T µν = (ρ+ P )uµuν − Pδµν . (3.5)

In comoving coordinates, we can assign a timelike four-velocity vector field consistently
obeying uµuµ = 1 that has only a timelike component with

ut = 1 , ur = uθ = uφ = 0 . (3.6)

Then we have
T t t = ρ , T r r = T θ θ = T φφ = −P . (3.7)

Substituting this into the Einstein equations

Rµ
ν = −8πGN

(
T µν −

1

(D − 2)
gµ νT

λ
λ

)
− Λ(D − 1)gµν (3.8)
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and setting D = 4 gives ( .
a

a

)2

=
8πGN

3
ρ+

1

3
Λ− k

a2
, (3.9)

..
a

a
= −4πGN

3
(ρ+ 3P ) +

1

3
Λ . (3.10)

Notice carefully that the first equation only involves first derivatives, so it is a kinematic
constraint, while the second equation involves second derivatives and is a true dynamical
equation of motion. The constraint is not a lesser equation: it must be satisfied at all times
throughout the evolution by the (nonlinear) second order equation of motion. This is a
general feature: whenever you have a solution of the Einstein equations, there is one first
order constraint as well as the requisite number of second order equations.

A note regarding the contribution of the cosmological constant. We can shift it over to
the RHS of the Einstein equation,

Rµ
ν −

1

2
gµνR = −8πGNT

µ
ν − Λgµν , (3.11)

allowing us to define the cosmological constant energy-momentum tensor,

T µν(Λ) =
Λ

8πGN

gµν . (3.12)

Writing this in perfect fluid form gives

ρΛ =
Λ

8πGN

= −PΛ . (3.13)

Something that you probably remember from PHY252 is that ideal gases have an equation of
state that yields a linear relationship between pressure and energy density. More generally,
a fluid might have an equation of state relating (say) P and ρ. For example, a polytrope
has an equation of state of the form

P = Kργ , (3.14)

for some parameters K, γ. If the equation of state is linear, it is traditional to define a
parameter w via

P = wρ , (3.15)

and so the cosmological constant is said to have w = −1. This is physically quite surprising:
we would not näıvely have expected that negative pressure can exist in Nature!

Let us massage the Einstein equations a bit more. Recall our definition for the Hubble
parameter,

H =
.
a

a
. (3.16)

We can also define a dimensionless energy density

Ω =
ρ

ρcrit

, (3.17)
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where

ρcrit =
3

8πGN

H2 . (3.18)

Then we can rearrange the (first order) constraint equation to give

Ω− 1 =
k
.
a2 , (3.19)

where the dimensionless energy density Ω can includes a cosmological constant contribution.
We can see immediately that Ω will be dynamically driven to unity for an expanding

universe. Experimentally, our universe appears to have critical density, to a very high degree
of accuracy, so this means the universe is very probably spatially flat with k = 0. Also, for
our universe in the present day, ρcrit, 0 ∼ 9.2× 10−27 kg.m3, which is a few protons per cubic
metre. (To get this number in SI units, we restored the implicit factors of c in the Einstein
equations above.)

We also need to know how the scale factor accelerates with time, and this is provided by
the second order Einstein equation, which involves both the energy density and the pressure.
Note that the constraint equation only involved the energy density.

There is one other important equation we have not written down yet: the equation
expressing covariant conservation of the energy-momentum tensor

∇µTµν = 0 . (3.20)

Making use of previously calculated Christoffels, we can see that in our comoving coordinate
system in D = 4, the above equation yields

.
ρ+ 3

.
a

a
(ρ+ P ) = 0 . (3.21)

If our equation of state is linear, which we will assume here, then this can be rewritten as

.
ρ

ρ
= −3(1 + w)

( .
a

a

)
. (3.22)

The solution to this is

ρ = ρ0

(
a

a0

)−3(1+w)

. (3.23)

Notice that how the energy density gets diluted with time strongly depends on w.
The cosmological fluid in our universe is composed, in the FRW approximation, of a

number of different noninteracting components,

ρ =
∑
A

ρA , (3.24)

where the abstract index A tells us which component we are talking about: matter, radiation,
or dark energy (A is not a general relativistic tensor index!). Accordingly, we have an energy-
momentum conservation equation for each fluid component separately,

.
ρA + 3

.
a

a
(ρA + pA) = 0 . (3.25)
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The ρ that appears in the Einstein equation is the total energy density. The above equation
has solution

ρA = ρA,0

(
a

a0

)−3(1+wA)

. (3.26)

HEL §15 go into quite a bit of detail on multi-component cosmological fluids and what their
scale factor evolutions look like.

3.2 Components of cosmological fluids

For dust, which is the relativist’s name for collisionless nonrelativistic particles, the pressure
is zero, which implies that w = 0 in the equation of state and

ρdust =
ρdust,0

(a/a0)3
. (3.27)

This approximation is also pertinent to any non-relativistic fluid with |p| � ρ, which is also
known as matter. The above equation shows us that the energy density of nonrelativistic
particles gets diluted by three powers of the scale factor as time progresses in an expanding
universe. This sounds intuitively right: each of the three directions in spacetime is expanding
according to the same scale factor a(t). An example of matter is baryons1 Another example
is dark matter. Dark matter is stuff for which we have evidence of its gravitational influence,
but because it does not interact with electromagnetism, we cannot see it using any part of
the EM spectrum.

For radiation, which is composed of massless stuff like photons, the energy-momentum
tensor is traceless in D = 4, as we will show in the next subsection starting from the Maxwell
action for electromagnetism. For a general perfect fluid,

T σσ = ρ+ P −DP = ρ− 3P . (3.28)

Therefore, for radiation in our cosmos with T σσ = 0,

wrad = +1/3 , (3.29)

so that
ρrad =

ρrad,0

(a/a0)4
. (3.30)

Radiation dilutes faster than matter does as the universe expands. The dilution includes
redshifting of the energy. What are some examples of radiation? The first and most obvious
is photons. Another component of the radiation fluid in our cosmos is neutrinos. Neutrinos
are distinctive: they have such a small mass compared to all other massive particles in the
Standard Model that for most of the evolution of the cosmos they have been ultrarelativistc,
and therefore counted as part of the radiation fluid. Only recently have their tiny masses
become dynamically relevant and they are more properly counted as part of the matter fluid.

1Hilariously, cosmologists like to include electrons in the baryon category, alongside actual baryons like
protons and neutrons. But as particle physicists know full well, electrons are leptons. As Baumann points
out, astronomers also call any atom with a higher atomic number than helium a metal!

17



Another component of radiation is gravitons, in the form of big fat classical gravitational
waves.

The last major cosmological fluid component we have not mentioned yet is dark energy,
of which the cosmological constant is the quintessential example. This is not diluted as the
universe expands:

ρΛ = ρΛ,0 (a/a0)0 . (3.31)

You might wonder whatever possessed Einstein to put a term like that into his famous
equations. After all, suggesting that spacetime has a constant energy density just for existing
means that the energy of a hunk of space is proportional to how much space you have. If
you imagined doubling the volume of space, then the total energy from the cosmological
constant would be doubled. The truth is that Einstein put it in to his equations by hand
because he could not see how to build the kind of universe that appealed to his sense of
physical taste without it, given experimental data known at the time. He later backtracked
and called Λ his “greatest blunder”, but history decided otherwise. Hey – even Einstein
was scientifically and intellectually human; sometimes he got important physics wrong (like
quantum uncertainty)!

Note that having a cosmological constant does not violate some sacrosanct principle of
energy conservation, because there is generically no such principle in a curved spacetime.
Remember, when we discussed Killing vectors, we found that the general relativistic version
of Noether’s Theorem only gave us a conserved quantity whenever we had a Killing vector,
which required a symmetry of spacetime. Generic spacetimes do not have timelike Killing
vectors, so there is no generic requirement that energy must be conserved. What we do have
to satisfy is the principle of covariant conservation of energy-momentum, ∇µTµν = 0.

It may amuse you to know that it was not actually known with believable precision
until the very late 1990s that there actually is a cosmological constant, or something like
it known as dark energy. This was obtained by a combination of methods, using mostly
cosmic microwave background radiation (CMBR) left over from the Big Bang and using
Type 1a supernovae as standard candles. Arno Penzias and Robert Wilson won half of
the 1978 Physics Nobel for discovering the CMBR. John Mather and George Smoot won in
2006 for the COBE satellite measurements of cosmological parameters via the CMBR. Saul
Perlmutter, Brian Schmidt and Adam Riess won in 2011 for the supernovae measurements
of cosmological parameters.

3.3 Energy-momentum tensors

Recall that for a matter field coupled to the metric, the energy-momentum tensor is

Tµν ≡
2√−g

δLmatter

δgµν
, (3.32)

where (−g) ≡ − det(gαβ) is the determinant of the metric and L is the Lagrangian density.
Since

√−g often appears in actions, it is worth stating the identity for its variation,

δ
√−g
δgαβ

= −1

2
gαβ
√−g . (3.33)
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Let us take some common forms of classical matter fields and see how their Tαβ can be
derived.

We can work out Tµν for a scalar field φ(xλ). Using the minimal coupling ansatz, we
write the relativistic action by analogy with the Newtonian particle,

S[φ] =

∫
dDx
√−g

(
1

2
∇µφ∇µφ− V (φ)

)
. (3.34)

To proceed, we need to identify where the upstairs metric tensor components arise. This is
easily seen by putting the derivatives downstairs,

S[φ] =

∫
dDx
√−g

(
1

2
gµν∇µφ∇νφ− V (φ)

)
. (3.35)

We can see that the upstairs metric appears in the
√−g term as well as the term involving

derivatives of the dynamical field variable φ(x). So we need to take

T [φ]
µν =

2√−g

{
−1

2

√−ggµν
[

1

2
(∇φ)2 − V (φ)

]
+
√−g

[
1

2
∇µφ∇νφ

]}
(3.36)

= ∇µφ∇νφ− gµν
[

1

2
(∇φ)2 − V (φ)

]
. (3.37)

We will make use of this soon when discussing inflation.
Now, how about the electromagnetic case? Here, the fundamental Lagrangian field is

Aµ(xλ), instead of φ(xλ). By starting with the Maxwell action as a functional of Aµ(xλ),

S[A] = −1

4

∫
dDx
√−gF µνFµν , (3.38)

and expanding out the contractions explicitly via

S[A] = −1

4

∫
dDx
√−ggαµgβνFαβFµν , (3.39)

we obtain

T [A]
µν = −FµαF α

ν +
1

4
gµνF

αβFαβ . (3.40)

Check to make sure that you understand how this works; the algebra is only a few lines. The
general relativistic covariance of the Maxwell story relies on the property that

Fµν = ∇µAν −∇νAµ , (3.41)

which you should also check using the definition of covariant derivatives in terms of partial
derivatives and contractions with Christoffels.
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4 FRW cosmology 3: ΛCDM, redshifts, distances, age

4.1 Multi-component cosmological fluid solutions

By recruiting Einstein’s equations for the FRW spacetime coupled to a bunch of noninter-
acting cosmological perfect fluids2 characterized by energy densities ρA and pressures pA, we
found that counting the cosmological constant among the perfect fluids gave us

H2 =
.
a2

a2
=

8πGN

3
ρ− k

a2
, (4.1)

..
a

a
= −4πGN

3
(ρ+ 3P ) , (4.2)

where ρ and P here are the total energy density and pressure respectively, e.g. ρ =
∑

A ρA.
We also saw that each fluid component must obey its own conservation law for energy-
momentum, and this yielded the solution

ρA = ρA,0 a
−3(1+wA) . (4.3)

We saw that the linear equation of state parameter was w = 1/3 for radiation (“r”), w = 0
for matter (“m”), and w = −1 for the cosmological constant (“Λ”). Let us define the critical
energy density as

ρcrit ≡
3H2

8πGN

. (4.4)

Let us also define the dimensionless density parameters

ΩA ≡
ρA
ρcrit

, (4.5)

and also define the curvature energy density (“k”) via

Ωk ≡
−k

(aH)2
. (4.6)

Then the first order Einstein equation can be written as

1 =
H2

0

H2(a)

[
Ωr,0

(a0

a

)4

+ Ωm,0

(a0

a

)3

+ Ωk,0

(a0

a

)2

+ ΩΛ,0

]
=
∑
A

ΩA + Ωk . (4.7)

Note how the radiation dilutes fastest, then matter, then curvature, then finally the cos-
mological constant (dark energy) is the stubborn one which does not dilute at all. Recall
that the CMB has an energy density given by the Stefan-Boltzmann law ∝ T 4, and so its
temperature gets diluted as T (a) = T0(a0/a). Our universe must have been hotter earlier.

What are these density parameters ΩA for the various components, experimentally?
According to Baumann, for our current universe, the today values are

|Ωk| ≤ 0.01 , Ωr = 9.4× 10−5 , Ωm = 0.32 , ΩΛ = 0.68 . (4.8)

Of the matter, only about 5% of the 32% are ordinary baryons “b”, while the rest are cold
dark matter a.k.a. CDM or “c”,

Ωm = Ωb + Ωc , Ωb = 0.05 , Ωc = 0.27 . (4.9)
2Note: A is just some generic index telling me which fluid I am talking about. It is not a tensor index!
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4.2 Cosmological redshift

Previously, in section 2.4, we wrote down equations for geodesic motion in FRW spacetime.
With the conventions that Uµ is the tangent vector to the geodesic and

E ≡ U0 , P2 ≡ −gijU iU j , (4.10)

the geodesic equations yielded

.
P

P
= −

.
a

a
=

.
E

E
for photons . (4.11)

Accordingly, the energy of a photon measured at a fixed position in comoving coordinates
redshifts like

Ephoton ∝
1

a(t)
. (4.12)

Therefore,
νR
νE

=
a(tE)

a(tR)
≡ 1

1 + z
. (4.13)

The quantity z in this equation is called the cosmological redshift. Notice that when the
universe is expanding (contracting), photons get redshifted (blueshifted).

4.3 Recovering Hubble’s Law

Let us see how Hubble’s Law can be recovered from our knowledge of FRW dynamics. For
small look-back times like Hubble was investigating, we can Taylor expand about our current
epoch time t0,

a(t) ' a(t0)− (t0 − t).a(t0) +
1

2
(t0 − t)2..a(t0) + . . .

= a0

[
1− (t0 − t)H(t0)− 1

2
(t0 − t)2 q(t0)H2(t0)− . . .

]
, (4.14)

where we have used the definition of the Hubble parameter H(t) ≡ .
a(t)/a(t), and defined

the deceleration parameter q(t) via

q(t) ≡ −
..
a(t) a(t)
.
a2(t)

. (4.15)

Then

z =
a0

a(t)
− 1 '

[
1− (t0 − t)H0 −

1

2
(t0 − t)2q0H

2
0 − . . .

]−1

− 1

⇒ z ' (t0 − t)H0 + (t0 − t)2
[
1 +

q0

2

]
H2

0 + . . . , (4.16)

where H0 ≡ H(t0), etc. For small z, this can be inverted to give

t0 − t ' H−1
0 z −H−1

0

(
1 +

q0

2

)
z2 + . . . . (4.17)
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Note that, when we are not looking back very far in time, none of the above perturbative
expressions depends on any variables other than H0, a0, q0 .

We are nearly there. To get a relationship between redshift and distance, we need the χ
coordinate of the emitting source (a galaxy, for Hubble), also expanded in a Taylor series. By
the symmetries of the FRW metric, we can without loss of generality consider the receiver
(us!) to be at the origin of comoving spatial coordinates. Since a photon moving towards us
must obey ds2 = 0 = dt2 − a2(t)dχ2, we have

χ =

∫ t0

t

dt̃

H(t̃)
'
∫ t0

t

dt̃ a−1
0 [1− (t0 − t̃)H0 − . . .]−1

' 1

a0

[
(t0 − t) +

1

2
(t0 − t)2H0 + . . .

]
. (4.18)

Combining this with our expression for (t0 − t) in terms of z gives

χ ' 1

a0H0

[
z − 1

2
(1 + q0)z2 + . . .

]
. (4.19)

Now we can do the last step. The proper distance to an emitting galaxy is d = a0χ. So for
nearby galaxies,

d ' (t0 − t) . (4.20)

We had earlier that z ' (t0 − t)H0 at lowest order. Combining them and interpreting the
cosmological redshift as a Doppler shift due to recession velocity v of the emitting galaxy
gives

v = z = H0d . (4.21)

This is Hubble’s Law. Astronomers like to define the Hubble constant in weird-ass units,
and according to Planck’s 2018 data set,

H0 ' 67.66± 0.42 km s−1Mpc−1 . (4.22)

Other methods of measuring the Hubble constant today pretty famously give different an-
swers, not matching within estimated uncertainties. Reconciling them will be fun!

If we wanted to look back further than perturbatively, we would need to know the whole
history of evolution of the scale factor of the universe to do it. Abbreviating a(t0) as a0, we
have

1

1 + z
=
a(t)

a0

, so 1 + z =
a0

a(t)
. (4.23)

Therefore,

d(1 + z) = dz = −a0
.
adt

a2
= −(1 + z)H(z)dt , (4.24)

so that ∫ t0

t

dt̃ = (t0 − t) =

∫ z

0

dz̃

(1 + z̃)H(z̃)
, (4.25)

where we used the earlier equation relating z, a0, a(t). We cannot actually integrate the
above equation unless we know the functional form of a(t) to give us H(z).
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For a comoving observer at χ = 0, the origin of comoving coordinates, what were the
comoving coordinates of light signals arriving at that position? The emitter’s coordinate χ1

is determined by

χ1 =

∫ t

t1

dt

a(t)
=

∫ z

0

dz̃

a(1 + z̃)H(z̃)
=

1

a0

∫ z

0

dz̃

H(z̃)
. (4.26)

The convergence properties of this integral will determine whether or not there is an upper
bound on the χ1 we might measure. If there were, it would signal the existence of a particle
horizon. But wait – would this mean stars just pop into our view as the universe grows?
No. In fact, the particle horizon can also easily be seen to also be the surface of infinite
redshift, so a galaxy coming into our view would begin with infinite redshift. As the cosmos
expanded, its redshift would gradually reduce to something finite. We will have more to say
about particle horizons and event horizons and the like shortly when we discuss inflation.

4.4 Distances in FRW

In comoving coordinates, our FRW spacetimes are described by the metric

ds2 = dt2 − a2(t)
{
dχ2 + S2

k(χ)dΩ2
2

}
. (4.27)

Obviously we can discuss the coordinate distance χ, or indeed the proper distance d = a(t)χ,
but it turns out that neither of those can be measured in practice. So what distances can
astronomers measure experimentally?

One of two standard cosmological distance measures that can be operationally defined
is the luminosity distance. What is it? Imagine that we had an astronomical object with
a known absolute luminosity L (energy emitted per unit time), called a standard candle.
An example of a class of photon emitters that astronomers believe that they understand well
enough to call them a standard candle is Type 1A supernovae. Suppose that we wanted to
measure the observed flux F from such a source. In flat spacetime, with distance χ, the flux
(luminosity per unit area) is

Fnaive =
L

4πχ2
, (4.28)

because it is spread out over 4π of solid angle.
But here we are working in FRW spacetime, and that requires that we correct our flat

spacetime thinking in three ways. First, when the supernova’s light reaches us, the proper
area of a sphere around the supernova intersecting earth is 4πa2

0S
2
k(χ), which is not 4πχ2.

So if our telescope has aperture A, we receive a flux fraction A/[4πa2
0S

2
k(χ)]. Second, each

photon’s energy gets redshifted by a factor of (1 + z). Third, the rate of photons arriving is
also redshifted by (1 + z). So the overall flux we measure is

F =
L

4πa2
0S

2
k(χ)(1 + z)2

≡ L

4πd2
L

, (4.29)

where the luminosity distance dL is

dL = a0Sk(χ)(1 + z) . (4.30)
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This is the metric distance, redshifted. It depends on the time history of the scale factor
through the dependence on χ.

What about the other standard cosmological distance measure? This one relies on the
idea of standard rulers: objects with a known physical size D. As Baumann explains, an
example might be ripples in the cosmic microwave background or CMB. If the object is a
distance χ away and photons we are detecting now were emitted by it at time t1, then in
Minkowski spacetime we would have guessed that the distance to the object is just

dA,naive =
D

δθ
(4.31)

where δθ is its angular size.
In FRW spacetime, we can work out the relationship between the transverse physical

size of an object D and its angular size on the sky δθ directly from the FRW metric,

D = a(t1)Sk(χ)δθ . (4.32)

Therefore, the angular diameter distance dA is

dA =
a0 Sk(χ)

(1 + z)
. (4.33)

Notice that this quantity dA is not independent of the luminosity distance dL: they are
related by

dA =
dL

(1 + z)2
. (4.34)

Again, we need to know the time history of the scale factor in order to be able to evaluate
this.

4.5 Age of universe

Can we do something with our look-back time formula from earlier? It said

t0 − t =

∫ z

0

dz̃

(1 + z̃)H(z̃)
. (4.35)

Using our first order Einstein equation gave

H2(a)

H2
0

= Ωr,0

(a0

a

)4

+ Ωm,0

(a0

a

)3

+ Ωk,0

(a0

a

)2

+ ΩΛ,0 ,

= Ωr,0(1 + z)4 + Ωm,0(1 + z)3 + Ωk,0(1 + z)2 + ΩΛ,0 . (4.36)

Putting this into our look-back time formula and substituting

x =
1

1 + z
(4.37)

gives

t0 − t =
1

H0

∫ 1

(1+z)−1

xdx√
Ωr,0 + Ωm,0x+ Ωk,0x2 + ΩΛ,0x4

. (4.38)

This is of the order of 1/H0, and the coefficient depends on the current day parameters for
the various components of the cosmological fluid. To get the age of the universe, we send
z →∞, giving 0 as the lower limit of the integral.
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5 Inflation 1: why do we need it?

5.1 Introduction

In 1964, A.A. Penzias and R.W. Wilson accidentally discovered the CMBR: the Cosmic
Microwave Background Radiation. They were later awarded half of the Nobel Prize in
Physics in 1978 for this feat. The CMB had been first predicted in 1948 by R. Alpher and
R. Herman. Penzias and Wilson had intended to use their antenna for radio astronomy
and satellite communication experiments. When they first saw the CMB signal, they were
pretty sure it was an unwanted signal of prosaic origins. Was it interference from a pirate
radio station? Or could it be ascribed to ... pigeon poop? Or any number of other earthly
possibilities? Nope. It turned out to have a cosmic origin instead! (0 0)

The signal they found turned out to be the photon afterglow of the Big Bang, permeating
the universe in every direction we look. At the present day, the CMB corresponds to a
temperature of about 2.7255±0.0006 Kelvin. Its spectral radiance in frequency space dEν/dν
peaks at about 160.23 GHz, or in wavelength space at about 1.063mm, which is on the edge
of microwave range. CMB photons have been freely moving through outer space since the
epoch of recombination, when the universe finally became cool enough for electrons to fall
into orbit around protons to form electrically neutral hydrogen. That process decoupled
matter and radiation from each about 379,000 years after the Big Bang.

One fun thing about the CMB is that it is the closest object in the known universe to a
true blackbody. This cartoon by the talented xkcd sums it up rather impertinently:-

In fact, the CMB is not quite a perfect blackbody: there are tiny fluctuations in the CMB
temperature across the sky, on the order of 10−5. (To see it, you first subtract out the effect
of our peculiar velocity relative to the Hubble flow: we are moving towards Leo at about
371km/s.) The CMB anisotropy is already quite intriguing: it tells us that the universe is
not as uniform as our FRW spherical cow approximation would have us believe. The even
more intriguing thing discovered by later experiments like COBE and WMAP and Planck is
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that there are correlations in the CMB across angular scales much larger than would näıvely
seem consistent with causality. How could regions of the sky so far separated possibly have
“talked” to each other physically in the past?! This is called the horizon problem.

Inflation is a powerful theoretical idea that solves the horizon problem. Another example
of a physics puzzle that it solves is the scarcity of exotic objects that we might have imagined
could have been produced extremely early in the evolution of the universe when it was Planck
sized at the Planck temperature. All sorts of weird and wonderful things would generically
have been produced: magnetic monopoles, which are available in a wide variety of GUTs
(Grand Unified Theories of the electromagnetic and nuclear interactions), primordial black
holes, and so forth. The fact that exotic objects requiring violent physics for their creation
are so rare when we look for them today using experimental apparatus on Earth and in
satellites makes us suspect that some new mechanism must have diluted these exotic objects
so that they are very sparse now. Inflation also solves this issue neatly.

To reduce notational clutter in this chapter and following chapters on inflation, I will
follow Baumann and set the [reduced] Planck mass mp to be

mp ≡
√

~c
8πGN

∼ 2.4× 1018GeV . (5.1)

You will sometimes see the Planck mass given as more like ∼ 1.2 × 1019 GeV; this comes
from defining it as

√
~c/GN instead, which is the more standard choice in particle physics.

5.2 Horizons

The discussion in this subsection and the next one is based on Baumann §2.1.1-2.1.2.
To start delving into the technical rationale for inflation, let us first think in terms of

a wise coordinate system for our FRW ansatz – the spherical cow approximation to our
universe. Because we are obsessed with studying photons in particular, we pick comoving
coordinates {τ, χ, θ, φ}, i.e. we use conformal time. Our FRW metric is then

ds2
FRW = a2(τ)

[
dτ 2 − dχ2 − S2

k(χ)dΩ2
2

]
. (5.2)

When we study motion of a single photon, we can always pick the origin of coordinates such
that the light moves only radially; then

dχ(τ) = ±dτ . (5.3)

In our wisely chosen coordinate system, all light cones are at 45◦. This is done on purpose.
The cosmological event horizon is defined as the limit of future events we can see or

regions we can influence. Suppose that there is a late-time observer at time tf , or equivalently
τf determined by integrating dτ = dt/a(t). They could receive a signal from me, based at
conformal time τ , up until

χEH(τ) = τf − τ =

∫ tf

t

dt

a(t)
. (5.4)

Interestingly, this final conformal time τf can be infinite even if the ordinary time t is finite,
depending on the detailed behaviour of the scale factor a(t). For our universe, it actually is
finite if dark energy truly obeys w = −1.
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The cosmological particle horizon is more interesting for our purposes. It is defined
as the limit of how far back in comoving distance we can see past events. If particles have
a bigger separation than this, they could never have communicated. Let us choose the Big
Bang singularity to occur at ti. Suppose that I am located at χ = 0 and my clock time is
τ , related to t via dτ = dt/a(t). Then the maximal comoving distance from which a light
signal could have been transmitted to me from the past is

χPH(τ) = τ − τi =

∫ t

ti

dt

a(t)
. (5.5)

Geometrically, the particle horizon is the intersection of the past light cone of the observer
at the point τ, χ with the spacelike surface t = ti. Every individual observer has their own
particle horizon, and it is generically a function of cosmological time.

Remember when we derived an expression for the look-back time in the previous lecture?
It was proportional to the inverse of the Hubble parameter today. More generally, we can
define the Hubble time, or equivalently (since c = 1) the Hubble radius, as 1/H(t). This
is a conceptual dividing line between particles moving slower/faster than light relative to an
observer at a given time. Further, we can define something called the comoving Hubble
radius, 1/[a(t)H(t)]. Now let us notice something cool about the formula for the particle
horizon. Since the scale factor is a function of time only, we can rewrite

χPH(τ) =

∫ t

ti

da

a
.
a

=

∫ ln(a)

ln(ai)

d(ln(a))

aH
. (5.6)

We can work out how this integrand evolves for the case of a single-component cosmological
fluid with a linear equation of state with a constant parameter w, based on what we learned
in our previous lecture. We had

H2

H2
0

=
(a0

a

)3(1+w)

, (5.7)

because for a single-component fluid Ω0 = 1 by definition. So we have for the comoving
Hubble radius

1

aH
=

1

a0H0

(
a

a0

)(1+3w)/2

. (5.8)

We can now put this to work inside the particle horizon integral.

5.3 The role of the SEC

For any matter obeying the Strong Energy Condition (SEC), which is necessary for geodesic
congruences to focus, the parameter (1 + 3w) is positive. So for SEC-obeying matter, the
comoving Hubble radius will always increase as the universe expands. Writing the integrand
as a function of evolving scale factor a and doing the integral gives

τ − τi ≡ χPH(a) =
1

a0H0

2

(1 + 3w)

[(
a

a0

)(1+3w)/2

−
(
ai
a0

)(1+3w)/2
]
. (5.9)
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Since w > −1/3, and since the cosmos began when ai → 0, we have τi → 0. Accordingly,

χPH(a) =
2

(1 + 3w)

1

aH
, if 1 + 3w > 0 . (5.10)

This is of the same order of magnitude as the comoving Hubble radius. So as you can see,
it is easy to confuse your horizons if you are not careful about specifying exactly which one
you are talking about. But what if we looked instead at SEC-violating matter? In this case,
the interpretation of our conformal clock time τ = 0 becomes very different.

We have already used the first-order Einstein equation for FRW to get as far as we have.
Now it is time to recruit also the second-order Einstein equation to help with the physics
intuition. We had

..
a

a
= −4πGN

3
(ρ+ 3P ) . (5.11)

For a fluid that has a linear equation of state with a constant parameter w, this becomes,
using our abbreviation for the reduced Planck mass 8πGN = 1/m2

p,

..
a

a
= −(1 + 3w)

2

ρ

3m2
p

. (5.12)

So we see that in order to have accelerated expansion of our cosmos when ρ is positive, which
a physically very reasonable requirement when we are relying on classical physics, we must
have violation of the SEC,

1 + 3w < 0 . (5.13)

What does this imply about the particle horizon? In this case, ai → 0 requires τi → −∞,
not τi → 0. In other words, there is a lot more conformal time than we realized in the very
early universe! In this SEC-violating scenario, past light cones of small pieces of the CMB
that are hugely separated on the sky today could easily have had more than enough conformal
time to intersect way back in the cosmological past. We just needed the universe back then
to be composed of SEC-violating matter coupled to gravity.

Our explicit integration for the particle horizon contained a simplifying assumption: that
the cosmological fluid was composed of a single species. Obviously, our actual cosmos is not
actually that simple – it has at least the following ingredients: radiation, baryonic and dark
matter, spatial curvature (perhaps), and dark energy. With all these moving parts, the time
τ = 0 should be conceptualized as not the beginning of time itself for the entire cosmos, but
as the crossover time between an early “inflationary” epoch driven by SEC-violating matter
of some new and mysterious type, and a more standard-feeling hot Big Bang epoch that does
not involve violation of the SEC. Several billion years after the hot Big Bang, dark energy
takes over the evolution, and we are in SEC violating-territory again.

5.4 What kind of scalar field can drive inflation?

In order to figure out whether a universe can be in an inflationary phase, we need to study
what the heck is making up the cosmological fluid of that universe. It is time to stop waving
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our hands, furiously assuming a linear equation of state and a constant w parameter, and
do a more honest analysis.

Earlier, we discussed the origin of the dynamical energy-momentum tensor Tµν in terms
of the variation of the matter action w.r.t. the spacetime metric. For a scalar field minimally
coupled to gravity, we found

T [ϕ]
µν = ∇µϕ∇νϕ− gµν

[
1

2
(∇ϕ)2 − V (ϕ)

]
. (5.14)

Comparing this energy-momentum tensor to the perfect fluid ansatz

T p.f.
µν = (ρ+ P )uµuν − Pgµν (5.15)

in an inertial Cartesian coordinate system, in which gαβ = ηαβ and the fluid is at rest, gives

ρ(ϕ) =
1

2
.
ϕ2 + V (ϕ) +

1

2
|~∇ϕ|2 ,

P (ϕ) =
1

2
.
ϕ2 − V (ϕ)− 1

6
|~∇ϕ|2 . (5.16)

(These equations can also be obtained in other coordinate systems, it just takes a little
longer.) If we assume that spatial gradients are negligible compared to the temporal gradient
and to the potential,

|~∇ϕ|2 � .
ϕ2 , |~∇ϕ|2 � |V (ϕ)| , (5.17)

then we have

ρ(ϕ) ' 1

2
.
ϕ2 + V (ϕ) ,

P (ϕ) ' 1

2
.
ϕ2 − V (ϕ) . (5.18)

Varying the original scalar field matter action w.r.t. ϕ gives its equation of motion,

..
ϕ+ 3

.
ϕ

.
a

a
+
dV

dϕ
= 0 . (5.19)

The second term in this equation is known as the Hubble friction term. Using the first order
FRW Einstein equation, and assuming that ρ is large enough that the “k” curvature term
can be neglected gives the Hubble parameter,

H2 ' 1

3m2
p

(
1

2
.
ϕ2 + V (ϕ)

)
. (5.20)

Inflation can occur, as long as the SEC is violated: P < −ρ/3. Translated into ϕ language,
this is the condition

.
ϕ2 < V (ϕ) . (5.21)

The slow roll approximation is the one in which
.
ϕ2 � V (ϕ). Differentiating that w.r.t. t

turns this into an equivalent condition
..
ϕ� dV/dϕ. The ϕ equation simplifies to

3H
.
ϕ ' −dV

dϕ
≡ −V ′ , (5.22)

29



and the first order FRW Einstein equation simplifies to

H2 ' 1

3m2
p

V (ϕ) . (5.23)

When the potential is sufficiently flat for slow roll inflation,

ε ≡ m2
p

2

(
V ′

V

)2

� 1 , η ≡ m2
p

V ′′

V
� 1 , (5.24)

the approximate solution for the scale factor is indeed exponential in cosmological time,

a(t) ' a0 exp

(√
V (ϕ)

3m2
p

t

)
. (5.25)
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6 Inflation 2: how much, how, and basic models

Today’s discussion is based mostly on parts of HEL §16.

6.1 The amount of inflation

Last time, we learned that if (a) the scalar field ϕ has negligible spatial gradients compared
to temporal gradients, (b) the energy in time derivatives is small compared to the potential
energy, and (c) the scalar self-interaction potential has sufficiently small slope and small
curvature, then the slow roll approximation holds and the scale factor inflates exponentially.

How much inflation do we need in order to solve that pesky flatness problem – the fact
that the universe now seems to be extremely fine tuned in terms of spatial curvature? Let t0
be the age of our universe today: 13.8 billion years. This gives t0 ∼ 1018 seconds3 Suppose
that the end of inflation occurred at cosmic time t∗ � t0 when the universe had radius
R∗. Let us assume for simplicity that our universe since inflation is dominated by radiation,
which is a good approximation for a hefty fraction of its evolution. We learned earlier that
for a pure radiation universe, the temperature dilutes like one power of the scale factor,

T (a) ' T0
a0

a
. (6.1)

To find how a(t) varies with t, we need to solve the first order Einstein equation for FRW.
Solving for the case of a pure radiation universe can easily be done analytically,

a(t) '
√

2H0t '
1

T
. (6.2)

From this, it is easy to see that H(t)/H0 ' t0/t. So now we can estimate how much the
curvature energy has evolved, by remembering that it dilutes like two powers of the scale
factor,

Ωk,∗

Ωk,0

=

(
H0

H∗

)2(
R0

R∗

)2

' t∗
t0
. (6.3)

To estimate this number, we need to know how small t∗ is compared to t0. Particle
theorists’ best guess for when inflation takes place is: below the Planck scale4, probably
around an estimated GUT scale of 1015 GeV. Again assuming we have a radiation dominated
universe, which is a pretty good approximation for the first several billion years of evolution,
we can obtain tGUT ∼ 10−36s. (Note that in general we need to know how the scale factor
is evolving with time to convert a temperature or an energy into a cosmic time.) Therefore,
we need a dilution of the curvature energy density contribution Ωk on the order of 1054. In
terms of the scale factor, this is an increase on the order of 1027. If we express this in terms
of the number of e-foldings N by taking the natural log, we obtain

N & 60 ish (flatness) . (6.4)

This is the origin of the lore that we need about sixty e-foldings of inflation in order to solve
the flatness problem.

3A useful mnemonic accurate to half a percent: 1 year ∼ π × 107 seconds.
4By dimensional analysis, the Planck scale is Ep ∼ 1019 GeV, Tp ∼ 1032 K, `p ∼ 10−35m, tp ∼ 10−43 s.
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How about the horizon problem? Does inflation help us sufficiently here too? If we
assume again a radiation-dominated universe, we can work out the proper size of the particle
horizon using our previous formula, χPH ∼

∫
dt/a(t). The result for the proper size in

comoving coordinates is
dPH = a(t)× χPH = 2t , (6.5)

and so during inflation the size of a causally connected region is ∼ 10−27 m. Since we know
how the scale factor behaves with time, we can find how big that region must be today: it
is ∼ 1m, because we had an increase in the scale factor by 27 orders of magnitude. Let us
compare this to the actual size of the observable universe. This is the Hubble distance,

dH,0 = H−1
0 ∼ 1026 m . (6.6)

So to solve the horizon problem, we need to inflate by

N & 60 ish (horizon) . (6.7)

We can write down a general expression for the number of e-foldings of the scale factor,
if we assume slow roll of our inflaton field ϕ. Because spatial gradients of ϕ are negligible
compared to temporal ones, which are in turn smaller than potential effects,

N ≡
∫ t2

t1

Hdt =

∫ ϕ2

ϕ1

−dϕ
m2
p(V

′/V )
, where V ′ ≡ dV (ϕ)

dϕ
. (6.8)

If the potential is reasonably smooth, like for instance a polynomial, having sufficient e-
foldings requires large field value changes between the start and the end of inflation.
(Note: expert astroparticle theorists have to worry about whether or not these large field
excursions invalidate the approximations we use to study quantum fields like the inflaton
and other elementary fields in the early universe propagating in classical spacetime. We will
not have time to delve into these issues at all.)

A couple of final notes before we move to discussing a few types of inflation models. Let
us look at how the Hubble parameter is changing during inflation. The size of a Hubble
sphere (aH)−1 evolves in cosmological time as

d

dt
(aH)−1 = −

.
aH + a

.
H

(aH)2
= −1

a
(1− ε) , ε ≡ −

.
H

H2
. (6.9)

Having a shrinking Hubble sphere (what we needed to solve the horizon problem) requires ε <
1. If ε were zero, this would correspond to having H = constant, which is de Sitter spacetime.
Inflation is therefore sometimes referred to as quasi de Sitter behaviour. How does ε
evolve during inflation? Well, we know energy-momentum must be covariantly conserved,
.
ρ = −3H(ρ+p). Also, we know the first order Einstein equation for a FRW universe coupled
to a cosmological fluid with linear equation of state and constant w. Combined, they give

ε = −3

2
(1 + w) =

1

2

d ln ρ

d ln a
. (6.10)

So if w is close to −1, H(t) and ρ(t) do not change very much during inflation. As we can see
from our equations (5.16) for ρ and p, in the slow roll approximation where 1

2

.
ϕ2 � |V (ϕ)|, w

is very nearly −1. After inflation ends, standard Big Bang evolution takes over, with dilution
by various powers of the scale factor for various components of the cosmological fluid.

32



6.2 What kind of field is the inflaton?

This subsection will not be examinable. It is intended as background information only.
Are there any elementary scalar fields in Nature that could play the role of an inflaton?

Spin s is one of the intrinsic quantum numbers of an elementary particle, along with the
mass m and the force charges qA it carries (such as electric charge, colour charge, and weak
isospin and hypercharge). m and s are the only invariants under Poincaré transformations
describing symmetries of Minkowski spacetime, which is the tangent space to every point in
curved spacetime. The qA are conserved because of gauge symmetries. Elementary particles
can have integer spin (bosons) or half-odd-integer spin (fermions). (Ccondensed matter
theorists also study called anyons, which have weirder fractional spin, but those do not arise
as elementary particles able to roam around empty spacetime freely without any medium.)

You will have heard of the Higgs boson, an elementary particle essential to the Standard
Model of Particle Physics famously discovered in 2012 at the LHC. Two of the theorists who
predicted it over four decades earlier, François Englert and Peter Higgs, won the 2013 Nobel
in Physics. The Higgs field is responsible for breaking electroweak symmetry, and for the
masses of fermions and W± and Z bosons that transmit the weak nuclear force. The Higgs
is the only elementary particle with spin zero; all other particles in the Standard Model are
spin half matter (leptons, quarks) or spin one force messengers (photon, 8 gluons, W±, Z).

The theoretical apparatus we use to describe the physics of all these elementary particles
is quantum field theory (QFT), which is what you get when you successfully integrate special
relativity with quantum mechanics. In QFT, a particle is conceptualized as a quantized
excitation of the field. One field; more quanta, more particles. The big thing that QFT can
handle that non-relativistic QM cannot is physics in regimes where particle number is not
conserved. An example of when we must use QFT is when the ambient (e.g. thermal) energy
of a physical system is at least as big as twice the rest energy of a given elementary particle,
which is the energy required to produce a new particle-antiparticle pair. A quantum field
for a given {m, s, qA} describes both particles and antiparticles in one neat package.

If we also ask about the one force the Standard Model ignores completely – gravity – we
might wonder if there is also such a thing as a quantum of the gravitational field. This is the
hypothezed graviton, and it has spin two (unlike any other elementary particle) and mass zero
(like the photon and gluons). Individual gravitons have no chance of being experimentally
discovered, because of the weakness of gravity: the LIGO collaboration sweated for decades
to be able to measure the tiny spacetime strain from a ginormous classical gravitational
wave. You can imagine a BH-BH, BH-NS, or NS-NS GW as being constituted out of zillions
of graviton quanta, in a similar way to how a classical electromagnetic wave can be imagined
as a coherent state of zillions of quanta of the EM field known as photons.

In the Planck and inflationary epochs, we must use the full machinery of QFT to teach us
what is the quantum corrected potential energy for a given field, such as a spin zero (scalar)
field like our inflaton ϕ. There are lots of theoretical models available in which phase
transitions occur as the temperature of the expanding universe cools, like the electroweak
phase transition that breaks symmetry and gives mass to the W± and Z but not the photon.
Earlier today, we found that to get sufficient inflation to solve the flatness and horizon
problems, we needed inflation to occur at energies at or above EGUT ∼ 1015 GeV. This is far
above the electroweak scale EW ∼ 102 GeV, so ϕ cannot be the Standard Model Higgs.
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6.3 How does inflation start? How does it end?

Particle theorists who think about beyond-the-Standard-Model (BSM) physics have proposed
all sorts of other weird and wonderful scalar fields than the Higgs we know. The precise details
about what ϕ is and who it interacts with are pertinent to the dynamics of the very early
universe, because they affect the potential V (ϕ), and therefore the possibility of having slow
roll inflation like we want. They also affect whether or how inflation can start and end.

In early models of inflation, ϕ is conceptualized as a scalar Higgs evolving during the
GUT phase transition. This setup assumes that the universe was (a) in a state of thermal
equilibrium before inflation began, and (b) big enough and homogeneous enough to actually
survive that far in its evolution before inflation takes over. So-called ‘new’ inflation is
in this class. Alternatively, in more recent models of inflation, ϕ is not a GUT Higgs, but
instead some other generic scalar field present in the very early universe. In these models,
the universe may inflate soon after the Planck epoch is over, and the above assumptions are
not needed. Two models in that class are chaotic inflation and stochastic inflation.

How does inflation end? What stops our scalar field from driving further inflation? One
clue is contained in the conditions for slow roll, even if spatial gradients can still be ignored.
If V (ϕ) has a true minimum, ϕ will eventually stop rolling slowly and instead oscillate about
the minimum, getting damped by Hubble friction. If Vmin > 0, our equations show that
inflation will actually end up continuing, with Λ = Vmin. If Vmin = 0, the scalar energy
becomes negligible and other fields take over dominating the physics. All of this eventuates
if ϕ is a loner and never talks to other fields. This is depicted in Figure 2.5 from Baumann:-

But what if the inflaton likes to chat with others? Couplings between ϕ and the other
fields ψA hanging out in the very early universe are actually generic, and this changes our
conclusions qualitatively. During the oscillatory phase of the motion of the inflaton field
about its true minimum, the ϕ−ψA couplings make inflaton particles decay into [other] lighter
particle-antiparticle pairs of various masses, and the resulting soup ends up with roughly
the same energy density as at the start of inflation. This story is known as reheating.
The resulting particles then interact with each other and, if they are unstable, they decay
themselves. Afterwards, we are left with the familiar matter and radiation and cosmological
constant, which then behave according to the standard FRW cosmologies that we studied at
the beginning of our cosmological explorations.
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6.4 Basic models of inflation

First, let us discuss ‘new’ inflation. In this model, ϕ is a GUT Higgs, and it is subject to
a temperature-dependent potential V (ϕ, T ) obtained using QFT methods. This is what the
potential looks like at temperatures above, at, and below the critical temperature associated
to the phase transition in question, taken from HEL Figure 16.1:-

Phase 1: T � Tc. Here, ϕ = 0 is the energetically preferred configuration, and since
radiation dilutes fastest as the universe expands, it dominates at these early times, giving
a ∼
√
t and ρr ∼ 1/t2.

Phase 2: By the above equations, at some time, the radiation energy density will drop
below that of ϕ. Then from our picture of the potential, we see that ϕ has only potential
energy, and it acts like a cosmological constant with Λ = V (0), giving exponential expansion.
This expansion dilutes the temperature exponentially, dropping it to Tc rapidly. This phase
is therefore short-lived, if it occurs at all.

Phase 3: T ∼ Tc. Now ϕ can roll down the hill, and if the potential is sufficiently flat
at small field values, it gives slow-roll inflation. The scale factor inflates, which drops the
temperature, changing the potential further. Potentials are available that give inflation with
sufficient e-foldings, between 10−36 to 10−34 s from the beginning of the universe.

Phase 4: slow roll fails. ϕ rolls rapidly towards its true minimum, then oscillates. If
V (φ) at the new true minimum is zero, the result is a universe filled with ordinary particles,
and the standard FRW cosmology takes over with radiation in the lead.

Why was ‘new’ inflation discarded as a plausible model? Two main reasons. First, the
long and relatively flat plateau near ϕ = 0 is unnatural theoretically: it is quite non-generic.
Second, it is difficult to argue with a straight face that thermal equilibrium was present
before inflation, and that this kind of universe could live long enough to start inflation.

BTW, this model was called ‘new’ because Guth had an earlier model involving tunnelling
in a Higgs-like potential. In Guth’s model, tunnelling from the false vacuum to the true one
nucleates bubbles, but they turn out to be too small to give our universe. Also, the bubbles
end up getting carried apart by inflation of the intervening space, giving a universe way too
inhomogenous to be ours. Starobinsky had an even earlier precursor model with a potential
of the form V (ϕ) = A[1− e−Bϕ]2. He is recognized as one of the co-founders of inflation.
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Next, let us turn to describing chaotic inflation briefly. Here, the idea is that at the
end of the wild Planck epoch, the initial value of the inflaton field, ϕstart, is set chaotically to
different values in different regions of the brand-new universe. The potential for ϕ needed to
achieve this kind of inflation can be as simple as a simple quadratic V (ϕ) = 1

2
m2ϕ2, where m

is the inflaton mass, and it need not even depend on the temperature! The one requirement
of this class of models is that the potential in question is flat enough that slow roll inflation
can occur, starting from that chaotically determined initial field value.

Only the regions of the brand-new universe with suitable values of ϕstart will inflate, and the
general idea is that our universe will originate from one such region. On the largest scales,
the brand-new universe is highly inhomogeneous, but our observable universe is within a
region that did undergo inflation, even if other regions did not. Chaotic inflation can begin
even when there is no thermal equilibrium in the brand-new universe we got out of the
Planck epoch, which is great, because thermal equilibrium that early is not generic.

Stochastic (/eternal) inflation is a natural extension of the idea of chaotic inflation,
in which we take account of quantum fluctuations in the evolution of the inflaton field.
Quantum fluctuations can randomly move the ϕ (or any) field uphill in its potential V (ϕ)
a little bit, giving regions that inflate more than surrounding regions. These more-inflated
regions then become a bigger fraction of the overall volume of the universe. Further quantum
fluctations within these more-inflated regions give new regions that are even-more-inflated.
And so forth. This process leads to eternal self-reproduction of the inflationary universe.
We can imagine our own universe’s “Big Bang” to be kinda like a Smallish Bang within this
bigger structure. Other regions that inflated differently might end up with very different
spectra of particles, forces, and eventual cosmological evolution. Each region that inflates
expands so much that it is out of causal contact with the other Smallish Bang universes.
This perspective was invented by Andrei Linde, who also invented ‘new’ inflation.

There are other models of the very early universe that compete with inflation. One
is termed the Ekpyrotic universe. It involves a “bounce”, where the scale factor was
decreasing before the hot Big Bang, and increases afterwards. An initial motivation came
from string theory: imagine that we live on a 3D “brane” in a higher-dimensional universe,
and that what started our cosmos on its current path was another parallel brane crashing
into ours and dumping energy in, triggering what we currently think of as the birth of our
cosmos. Some ekyprotic models are cyclic cosmologies.
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7 First 3 minutes 1

7.1 What happened when?

Let us begin with the punch line, from Baumann §3, in Table 3.1:-

What do the terms phase transition, freeze-out, decoupling, and annihilation refer to?
A phase transition is like water freezing into ice. The electroweak (EW) one occurs

when the electromagnetic force splits off from the weak force instead of staying unified and
W±,Z develop masses. The QCD one occurs when quarks and gluons became confined into
colourless baryons (e.g. protons, neutrons) and mesons (e.g. pions) [and glueballs] instead
of being allowed to freely roam about the universe showing off their colour charges. The
characteristic scale for the EW phase transition is EEW ∼ 100GeV (around the W±,Z mass)
while for the QCD phase transition it is EQCD ∼ 140MeV (around the π0,± mass).

Annihilation is a process that can happen to particles and antiparticles of the same
species if they happen to meet up, and the result is pure radiation (photons). The reverse
process is called pair production, and it happens when you can summon enough energy
(E > 2mc2) to make a new particle and antiparticle out of pure energy. Antiparticles have
the same mass and spin as their corresponding particles and the opposite force charges.
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7.2 When do we have local thermal equilibrium?

What are these other concepts, decoupling and freeze-out? The key physics question they
revolve around is whether or not we have local thermal equilibrium for a given component
of the cosmological fluid. If the rate of interactions Γ between particles exceeds the rate of
expansion of the universe,

tint ≡
1

Γ
� tH ≡

1

H
, (7.1)

then we can expect continued thermal equilibrium as the cosmos expands. But the rate
of interactions between particles will not stay constant, because (a) the temperature drops
as the scale factor grows, and (b) interaction rates depend on the force, the species, and
the temperature. When the interaction timescale grows longer than the Hubble expansion
timescale for some species, it decouples from the thermal bath and the particles freeze out.
If instead this species had stayed in equilibrium forever, its abundance would have followed
the Boltzmann distribution as the cosmos cooled, and ended up exponentially suppressed
by e−m/T once it became non-relativistic. This suppression follows from the classic Bose-
Einstein and Fermi-Dirac thermal distribution functions (kB ≡ 1)

fB,F(E) =
1

e(E−µ)/T ∓ 1
, (7.2)

where µ is the chemical potential5. Accordingly, as our universe cools, we will eventually need
to do non-equilibrium physics with Boltzmann equations to find the correct relic abundances,
which we will discuss later. For now, let us return to finding out when decouplings happen.

To know how various interaction rates Γ behave in detail requires the machinery of QFT
applied to the Standard Model. Since this is not a particle physics course, we will simply
quote relevant results. The interaction rate Γ is generally given by

Γ ∼ nσv , (7.3)

where n is the number density of particles, σ is the interaction cross section, and v is the
relative velocity of the interacting particles. (This is valid at leading order in perturbation
theory, for 2-2 scattering, and glosses over fine details.) How about the kinematic factor
v? Well above the energy scale of the most massive already-discovered elementary particle
(mt ∼ 173 GeV ∼ EEW), we expect all known particles to behave relativistically, so v ∼ 1.
The number density for a relativistic gas in thermal equilibrium scales as n ∼ T 3, like for
radiation. The key variable in the rate Γ that differs according to species and energy is
the scattering cross section σ. It has dimensions of area, so at high energies where particle
masses are unimportant, we expect σ to scale as 1/T 2, up to physical constants like ~c which
we have temporarily suppressed for clarity. The actual answer is σ ∼ (1/T 2)α2

eff(T ), where
αeff(T ) is a dimensionless effective coupling originating from the action principle for that
type of particle/field. For example, for the EM force, αeff is the fine structure constant αEM,
and for the weak force above the EW phase transition, where the W±,Z are massless, it is
the weak structure constant αW. Therefore,

Γ

H
∼ mpα

2
eff(T )

T
. (7.4)

5For photons, the chemical potential is zero because photon number is not conserved.
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Then when αeff is constant and ∼ 10−2,

Γ

H
∼ 1015GeV

T
, (7.5)

and so we do indeed have thermal equilibrium as long as we are below about the GUT scale,
where we can trust our approximations. But what if we are instead at energies below the EW
phase transition, for species that interact with the primordial plasma via the weak force?
There, it turns out that αeff(T ) ∼ αW (T/mW )2, so that

Γ

H
∼ α2

WmpT
3

m4
W

∼
(

T

1MeV

)3

. (7.6)

Therefore, neutrino decoupling occurs at about 1 MeV. Dark matter freeze-out is believed
to occur somewhere between this temperature and the QCD phase transition.

7.3 Equilibrium thermodynamics for cosmological fluids

How do we analyze a cosmological fluid in thermal equilibrium? By using our knowledge
from thermal and statistical physics PHY252! Let us label the 3-momentum as ~p. Recall
that in phase space labelled by {~x, ~p}, the density of single-particle states is 1/h3. We will
use units where ~ = 1; then h = 2π. If at any point you wish to put back the ~s, just use
dimensional analysis. Then if a species has degeneracy factor g, its number density is

n =
g

(2π)3

∫
d3~p f(~p) , (7.7)

and its energy is

ρ =
g

(2π)3

∫
d3~p f(~p)E(~p) , (7.8)

where the relativistic energy is
E(~p) =

√
|~p|2 +m2 . (7.9)

Here, we have assumed that our particles interact weakly enough that the potential energy
is dominated by the kinetic energy where we have thermal equilibrium, which is a decent
enough approximation. How about the pressure P? This is defined as the flux of momentum
across a unit surface, integrated over all particles, P =

∫
d3~p 〈~v ·~p〉f(~p). The [group] velocity

is defined via ~v ≡ dE/d~p. Then using isotropy of our FRW cosmology, we can write

P =
g

(2π)3

∫
d3~p f(~p)

|~p|2
3E(~p)

. (7.10)

This is a general expression that works whether or not the particles in the fluid are moving
relativistically or not, as long as their potential energy is negligible.

A few quick notes on chemical potentials, which are in general temperature dependent.
Photons have µγ = 0 because photon particle number is not conserved. If species 1,2,3,4
interact via 1 + 2 ↔ 3 + 4, then chemical equilibrium requires µ1 + µ2 = µ3 + µ4. From
considering annhilation/pair creation interactions, you can quickly see that a particle A
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and its antiparticle Ā obey µĀ = −µA. Full thermal equilibrium requires both kinetic and
chemical equilibrium, and then we can say that the species share a common temperature.
At early times in the first three minutes of our universe, the µs are all negligible.

For general energies, the above expressions for n, ρ, P can only be evaluated numerically.
However, in the ultra-relavistic and non-relativistic cases, analytical expressions are available.
When chemical potentials are negligible, they are:-

what ultra-relativistic bosons ultra-relativistic fermions non-relativistic

nA 1gA
ζ(3)
π2 T

3 3
4
gA

ζ(3)
π2 T

3 gA
(
mAT

2π

)3/2
e−mA/T

ρA 1gA
π2

30
T 4 7

8
gA

π2

30
T 4 mAnA

PA
1
3
ρA

1
3
ρA nAT � ρA

Notice that for relativistic bosons and fermions both,

∂P

∂T
=
ρ+ P

T
. (7.11)

We will use this shortly.

7.4 Effective number of relativistic species

Suppose that T is the temperature of our relativistic gas (yes, gases are fluids!). Using the
above table, we can write the total radiation density as

ρr =
∑
A

ρA ≡
π2

30
g?ρ(T )T 4 , (7.12)

where two types of contributions to g?ρ can occur: those in thermal equilibrium

g?ρ(T )thermal =
∑

A=bosons

gA +
∑

A=fermions

7

8
gA , (7.13)

and those that have decoupled,

g?ρ(T )decoupled =
∑

A=bosons

gA

(
TA
T

)4

+
∑

A=fermions

7

8
gA

(
TA
T

)4

. (7.14)

It is perfectly fine for decoupled species to not be at the same temperature: they fell out
of thermal equilibrium. We can then make a graph of how g? evolves as the universe cools,
by figuring out the degeneracies gA for various species. Also, it is fine that g?ρ(T )thermal is
not an integer: it counts the effective number of relativistic species normalized to the boson
case; each fermion species contributes 7/8 of what a boson species does.

How do we count gA for fermions? Take for example a charged lepton `−. It gets a factor
of 2 degeneracy from counting both the `− and the ¯̀+. It also gets a factor of 2 coming from
being spin-half. So g`− = 2× 2 = 4. For uncharged leptons, the neutrinos, there is only the
spin degeneracy factor: g`0 = 2 in the Standard Model. How about the quarks? They are
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all charged, so cannot be their own antiparticles. They get a further factor of 3 compared to
charged leptons, coming from the fact that quarks come in 3 different colours: red, green, or
blue (naturally, anti-quarks come in 3 anti-colours: cyan, magenta, or yellow). So the overall
degeneracy factor for a quark species is gq = 2× 2× 3 = 12. Those are all the fermions we
have to worry about.

How about the bosons? Consider first the spin-zero (neutral) Higgs. It has no spin
degeneracy and is its own antiparticle, so it has gH = 1× 1 = 1. How about massless gauge
bosons? The degeneracy for massless spin-one particles is 2, representing two independent
polarizations. So for photons, gγ = 2. For gluons, there are eight of them (32 − 1), and two
polarization states, so they get gg = 8× 2 = 16. Lastly, consider6 the W±,Z. Each of them
has three polarizations because they are spin one and have nonzero mass. So each weak
messenger boson has gW±,Z = 3. Overall, we have

gB = 1(H) + 2(γ) + 3× 3(W±, Z) + 8× 2(g) = 28 ,

gF = 3× 2(`0) + 3× 4(`±) + 6× 12(q) = 90 , (7.15)

and therefore
g?,max = 106.75. (7.16)

As the temperature drops, the heaviest species will drop out first, then the others,
according to their masses. The most interesting wrinkle in the story is that part-way through
the list, we need to take into account the fact that the QCD phase transition reorganizes the
quark and gluon degrees of freedom into mesons and baryons. Of these hadrons, only the
pions are relativistic. This gives rise to the steep drop in the g?(T ) graph shown in Baumann

Figure 3.4:-

6I have done the counting for H and W±,Z assuming that T < EEW. I would get the same total number
of d.o.f. in the unbroken phase at T > EEW; they would just have been distributed differently.
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8 First 3 minutes 2

8.1 Entropy

In the ultrarelativistic regime of the early universe, chemical potentials can be neglected.
The entropy can be found by recruiting the first law of thermodynamics,

dS =
1

T
(dU + PdV ) . (8.1)

We know that by definition ρ = U/V , and we also found that ∂P/∂T = (ρ + P )/T earlier.
Putting them together gives, as you can check with a few lines of simple algebra,

dS = d

[
ρ+ P

T
V

]
. (8.2)

The fabulous thing about the entropy S = (ρ+ P )V/T is that it is conserved in time while
we have equilibrium,

dS

dt
= 0 . (8.3)

It is worth checking for yourself that this conservation law works, by virtue of three pieces
of physics we already know:-

.
ρ+ 3H(ρ+ P ) = 0 , V ∝ a3 ,

∂P

∂T
=

(ρ+ P )

T
. (8.4)

Conservation of entropy while in thermal equilibrium makes S a significantly more useful
thing to track through cosmic evolution than, say, the energy.

The entropy density s = S/V is an intensive quantity,

s =
ρ+ P

T
=
∑
A

ρA + PA
TA

≡ 2π2

45
g?S(T )T 3 , (8.5)

where

g?S(T )thermal = g?ρ(T )thermal ,

g?S(T )decoupled =
∑

A=bosons

gA

(
TA
T

)3

+
∑

A=fermions

7

8
gA

(
TA
T

)3

. (8.6)

A couple of important physics points about entropy conservation. First, note that since
s ∝ 1/a3, the number of particles of species A in a comoving volume NA = nA/s is constant
if particle number is conserved, like in the example of baryons after baryogenesis. Second,
by conservation of S = s V , and the fact that the volume expands as V ∝ a3,

g?S(T )T 3a3 = const. , i.e. , T ∝ g
−1/3
?S a−1 . (8.7)

Away from production thresholds (T ∼ 2mc2 for a particle of mass m), g?S is approximately
constant, and the temperature redshifts like T ∝ 1/a, which is what we expect for an ultra-
relativistic cosmological fluid. But as the universe cools, fewer species can stay relativistic.
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When the temperature drops below a production threshold, the entropy for that species
plunges and transfers to remaining relativistic plasma species. What does this imply about
the evolution of the Hubble parameter? Substituting in yields

H =
.
a

a
'
(
ρr

3m2
p

)1/2

' π

3

(g?ρ
10

)1/2 T 2

mp

. (8.8)

Using knowledge of how T scales with a during entropy conservation, eq.(8.7), gives the
relation a ∝ t1/2, which is our familiar radiation-dominated universe, except that the detailed
coefficient of proportionality changes whenever the effective number of relativistic species
does.

8.2 Beyond equilibrium

How do we handle situations where an interesting species in the cosmological fluid is not in
equilibrium? Do we have to abandon all hope? Not at all! There is a well known method
available for dealing with this case, and it is called the Boltzmann equations.

Following Baumann, we will only need to consider cases where there are particle species
1,2,3,4 interacting via

1 + 2
 3 + 4 . (8.9)

This is written in a notation that may be more familiar from chemistry: it means that 1 + 2
interact to make 3+4 and vice versa. An example of this type of process is annihilation/pair
production, where 1 = X (particle), 2 = X̄ (antiparticle), 3 = γ (photon), 4 = γ (photon).

If there were no interactions in the universe, then we would expect covariant conservation
of number density in a universe with volume expanding as a3,

dnA
dt

+ 3
.
a

a
nA = 0 . (8.10)

In an ultra-relativistic universe where lots of things can happen that cannot happen at lower
energies, we correct this equation with a RHS called a collision term, giving the Boltzmann
equation,

1

a3

d(nAa
3)

dt
= CA[{nB}] . (8.11)

In this expression, the {nB} indicates that the number densities of all the other species with
which a given species interacts all enter into the dynamics.

The next step is to model how these collision terms behave. Suppose that we focus on
2-to-2 interactions 1 + 2 
 3 + 4 (and stick to models where perturbation theory for our
particles and force messengers is valid). Then we can write for species 1

1

a3

d(n1a
3)

dt
= −αn1n2 + βn3n4 . (8.12)

What do these two new terms on the RHS signify? The first term encodes annihilation. It is
controlled by the annihilation interaction strength α, and the density of both species 1 and
species 2. Similarly, the second term encodes production. It is controlled by the production
interaction strength β, and the density of both species 3 and species 4.
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So, what are α and β? Particle physics teaches us that the annihilation rate α is the
thermally averaged cross section,

α = 〈σv〉 . (8.13)

The production rate β is then determined by the requirement that in thermal equilibrium,
the overall collision rate should be zero,

β (n3n4)eq = α (n1n2)eq , (8.14)

where neq are the equilibrium number densities we calculated earlier. If we write NA ≡ nA/s
for the number of particles per comoving volume, and also write Γ1 ≡ n2〈σv〉, we can massage
the Boltzmann equation for species 1 into the easier-to-eyeball form

d lnN1

d ln a
= −Γ1

H

[
1−

(
N1N2

N3N4

)
eq

N3N4

N1N2

]
. (8.15)

We can think of the factor Γ1/H as encoding the interaction efficiency, while the factor
[· · · ] encodes the deviation from equilibrium. In general, we would have a coupled set
of Boltzmann equations for each pertinent species.

When Γ1 � H, the Boltzmann equation shows that any starting value of N1 different
from its value at chemical equilibrium is quickly driven back to the equilibrium value. This
is intuitively reasonable: it says that for ample interaction rates, we quickly relax back to
thermal equilibrium. How about when the interaction rate Γ1 drops below the Hubble scale,
Γ1 < H? Then the RHS of the Boltzmann equation becomes suppressed compared to when
interactions are frequent, and N1 instead approaches a constant relic density. This is the
dynamics that drives the freeze-out of dark matter in the early universe, neutrons in Big
Bang Nucleosynthesis (BBN), and electrons in recombination, among other phenomena. We
will only have time to touch on two of them here – Baumann and the other more advanced
cosmology textbooks I refer to in my front page list contain a ton more details for those who
are curious. I have tried to deliberately limit the size of the fascinating rabbit hole we are
falling down in studying the first three minutes of the evolution of the cosmos.

8.3 Dark matter relics

In order to say anything quantitative about dark matter (DM) freeze-out and relic density,
we need to have a model for DM. To keep things simple, let us assume that DM is made of
weakly interacting massive particles (WIMPs). This assumption is physically important
because it specifies what interaction rates Γ we should put into our Boltzmann equations.
(The rather miraculous thing is that one gets about the observed DM density; this is known
as the “WIMP miracle”.)

Let us also make a couple more simplifying assumptions. Suppose that a heavy DM
particle X and its antiparticle X̄ initially have the same abundance, and that they can
annihilate into two light (ultra-relativistic) quanta ` and ¯̀

X + X̄ 
 `+ ¯̀. (8.16)
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Suppose also that the light products are tightly coupled to the cosmic plasma, as would be
the case for e.g. electrons and positrons, to ensure that they remain in thermal equilibrium.
Then we have, for NX = nX/s,

dNX

dt
= −s〈σv〉

[
N2
X − (NXeq)2

]
. (8.17)

Most of the interesting dynamics happens around T ∼ MX , as you might guess by dimen-
sional analysis. It is convenient to define a new evolution variable x via

x ≡ MX

T
, (8.18)

which has the property that (1/x)
.
x = −(1/T )

.
T ' H, as long as we have g?S 'const., which

is expected to be true around DM freeze-out. Assuming further that our cosmic plasma is
radiation dominated gives H = H(MX)/x2, which yields

dNX

dx
= − λ

x2

[
N2
X − (NXeq)2

]
, λ ≡ 2π2

45
g?S

M3
X〈σv〉

H(MX)
. (8.19)

This is known as the Riccati equation. For some models of WIMPs, this λ is approximately
a constant. Even with this simplification, however, the Boltzmann equation needs to be
numerically integrated.

How does the NX evolve? Initially, for higher temperatures x < 1, it is order one. As x
grows and eventually becomes large, x � 1, NXeq ∼ e−x, which makes X particles so rare
that they can no longer find each other quickly enough to keep up equilibrium. Freeze-out
turns out to happen at roughly xf ∼ 10. Baumann gives a representative picture of the shape
of the evolution in his Figure 3.7:-
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8.4 Big bang nucleosynthesis

BBN occurs at an epoch when T < MeV range, when γ, e−, e+ are in equilibrium and baryons
are very non-relativistic. A weak nuclear interaction can change n into p or vice versa. A
strong nuclear interaction can fuse n and p to give more complex nuclei like deuterium D =
2H. In general, to solve the coupled Boltzmann equations for all pertinent nuclear isotopes
is a complicated problem that is only honestly amenable to numerical analysis.

H and He are the most commonly produced nuclei because they are lightest. Above
T ∼ 0.1 MeV, only free protons and neutrons can exist, allowing us to solve first for the
p/n ratio and then feed that in to the determination of the abundance of heavier isotopes
of H and He. So how do we find the equilibrium p/n ratio? Consider interactions that let
p, n turn into each other, e.g. beta decay n+ νe 
 p+ + e−. The chemical potentials of the
leptons are negligible compared to those of the baryons because they are much lighter, so
µn ' µp. Because the baryons are non-relativistic, their number density behaves as(

nn
np

)
eq

'
(
mn

mp

)3/2

e−(mn−mp)/T ' e−Q/T , Q ≡ mn −mp . (8.20)

If weak interactions kept us in equilibrium indefinitely, the neutron abundance would die to
zero. Thankfully for our existence, they are not that efficient! How about making deuterium,
via the reaction n + p 
 D + γ? There, applying the same non-relativistic expressions in
thermal equilibrium gives(

nD
npnn

)
eq

=
3

4

(
mD

mnmp

2π

T

)3/2

e−(mD−mn−mp)/T , (8.21)

where the 3/4 arises because gD=3 and gp,n=2. The key thing to note here is the binding
energy of deuterium BD in the exponential. This is surprisingly small: only ∼ 2.22 MeV!
Rearranging to get an expression for nD/Np and using (nn)eq ∼ ηT 3, where η is the baryon-
to-photon ratio, gives (

nD

np

)
eq

∼ η

(
T

mp

)3/2

eBD/T . (8.22)

Because η ∼ 10−9, this cannot become large until T drops well below BD. This is why it
is so hard to make deuterium, and in fact all other nuclei. The final freeze-out abundance
can be estimated via rough analytics or (better) numerics, and the ratio is roughly 1/6. The
next physics wrinkle is that free neutrons are not actually stable; they decay with a lifetime
of τn ' 887 seconds. This leads to an exponential decay in the neutron abundance,

Xn(t) ∼ 1

6
e−t/τn . (8.23)

How does He get created? Not directly: the fusion reaction rates are too small! Instead,
He fusion occurs via sequential two-particle reactions. First, n + p+ 
 D + γ. Then when
there is enough D, He can be made via D + p+ 
 3He + γ and D + 3He 
 4He +p+.
Even though heavier nuclei have larger binding energies and would therefore have larger
equilibrium abundances, they are underproduced because of the deuterium bottleneck. The
details are too involved for us here, but if you desire more you can get joy from Baumann.
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The process of BBN relies on several physical moving parts. Changing any of the key
parameters in it – g?, τn, Q,BD, η, GN , and the analogous parameter GF ∼ αW/M

2
W for weak

interactions – would mess up the abundances of nuclei seen experimentally. This is why
physicists like to say that BBN is a probe of beyond-the-Standard-Model physics.

Here is Figure 3.9 from Baumann plotting the abundances of neutrons, deuterium, and
helium from numerically integrating the coupled Boltzmann equations.
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9 Inflationary perturbations 1

So far in this course, we have only analyzed cosmologies that are homogeneous and isotropic.
This was a useful first approximation for describing the cosmos. Furthermore, recruiting the
idea of an inflaton field was enough to explain the horizon and flatness problems within the
context of simple FRW models, and that was fabulous. But what if we want to understand
where structure in the universe arose from? One place that it can originate is through
amplification of very early universe inhomogeneities in the inflaton field, or more generally
in whatever other competitor theoretical mechanism one prefers that is designed to explain
the same experimental results. The story of how tiny quantum perturbations grow into big
classical structures is extraordinarily rich and interesting. We will not be able to develop this
story fully, but we will introduce the basics by following later parts of §16 of HEL. Later, if
we have time, we will mention what the evolution equations look like in a fuller analysis and
indicate the key physics results of interest that come out of that more complicated analysis as
described e.g. in §4,5,6 of Baumann. Note: we will not assume any knowledge of QFT in the
following, and only rely on prior knowledge of the quantum physics of harmonic oscillators.

9.1 SVT decomposition

What happens when we allow perturbations to develop in our spacetime metric gµν(x
λ),

and our matter fields ΦA(xλ) coupled to gravity providing a covariantly conserved energy-
momentum tensor? Deriving perturbation equations about FRW metrics for each k ∈
{−1, 0,+1} would be cumbersome, and solving them even more so. Accordingly, for pur-
poses of clarity, we will restrict to the k = 0 case. This is possible to do with a straight face
because k = 0 is highly favoured experimentally.

Let us denote our unperturbed FRW metric by7 g
(0)
µν (t). Here, t is a generic label for the

time coordinate, e.g. cosmic time t or conformal time τ . How shall we describe spacetime
perturbations about g

(0)
µν (t)? We can write the perturbed metric in a space-time split,

gµν(t, x
i) = g(0)

µν (t) + δgµν(t, x
i) , (9.1)

where xi are Cartesian spatial coordinates for our k = 0 FRW spacetime. In general, we
should expect that three different types of perturbations could develop. First, diagonal
perturbations: δg00 and δgii (no sum on i). Second, off-diagonal perturbations: δg0i. Third,
bona fide tensor perturbations: δgij with i, j tensor structure.

A more sophisticated language to describe the different perturbation types is the SVT
decomposition, where S stands for scalar, V for vector, and T for tensor. Why is this
decomposition physically useful? To first order in small quantities, it will turn out that
Einstein’s equations do not mix S V and T perturbations! At second or higher order in
perturbation theory, S V and T perturbations must mix, because GR is a nonlinear theory,
but life is relatively nice and simple at first order.

How do we honestly count the number of independent scalar, vector, and tensor perturba-
tions? First, let us consider the diagonal ones. There is one scalar encoding 00 perturbations.

7Note that the vertical position of the (0) denoting the unperturbed FRW spacetime has no physical
significance. We simply position it where it looks the least clumsy.
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Because the spatial geometry of FRW is maximally symmetric, there is only one independent
scalar encoding ii perturbations (no sum on i). That makes two scalars so far. How about
the off-diagonal time-space perturbations? These have 3-vector character. As we may recall
from the mists of time of our combined calculus memories, any given 3-vector can be split
up into two independent parts: the gradient of a scalar, and a divergenceless vector. So
now we have a running total of three scalars plus one divergenceless vector. How about the
space-space perturbations? Any rank two symmetric 3-tensor can be split up into four inde-
pendent parts: a divergenceless tensor, the symmetrized gradient of a divergenceless vector,
the symmetrized traceless tensor gradient of a scalar, and the diagonal piece proportional to
the Kronecker delta which we already counted. Overall, we have one divergenceless tensor,
which has two independent components (the same as the number of independent polariza-
tions we found for gravitational waves), two divergenceless vectors, which each have two
independent components, and four scalars. The total number of d.o.f. in these perturbations
is therefore 2 + 4 + 4 = 10, which is the correct number for a symmetric tensor in D = 4.

For our introductory discussion, we will focus on scalar perturbations. Vector perturba-
tions turn out not to be produced by inflation. Even if they were, it turns out that they would
decay away quickly under cosmological expansion. Tensor perturbations are an important
prediction of inflation, and we may have time to say more about them later on.

9.2 Perturbations and gauge invariance

We write the perturbed inflaton field as the unperturbed field plus a small perturbation,

ϕ(t, xi) = ϕ(0)(t) + δϕ(t, xi) . (9.2)

The perturbation of ϕ will change the energy-momentum tensor of the scalar field, appearing
on the RHS of Einstein’s equations. Perturbing ϕ obviously also changes the equation of
motion for the ϕ field. So do we have to handle that changed ϕ EOM independently? No.
As you can convince yourself pretty quickly, what happens to the ϕ EOM is not independent
of what happens to the ϕ energy-momentum tensor. Indeed, if we recall that

Tµν [ϕ] = ∇µϕ∇νϕ− gµν
[

1

2
(∇ϕ)2 − V (ϕ)

]
, (9.3)

we can see that the covariant derivative contracted with the ϕ energy-momentum tensor
gives an equation proportional to the equation of motion for our matter field,

∇µTµν [ϕ] = (∇νϕ)

[
∇2ϕ+

dV

dϕ

]
= 0 . (9.4)

A central issue with perturbed spacetimes coupled to perturbed matter fields is that
once perturbations are present, there is no longer any preferred way to slice spacetime. By
choosing a suitable new coordinate system, we can significantly alter the apparent character
of the perturbations. For instance, we might pick a new time coordinate such that surfaces
of constant t have a constant value of the newly perturbed ϕ on them. What this would
mean physically is that we got rid of spatial scalar fluctuations entirely! So yes, we have to

49



think carefully about (a) choices of coordinate system and (b) what this implies about the
physicality of perturbations.

The question of how to write perturbations for the spacetime metric is significantly
more involved than for the scalar, because it is a rank two tensor rather than a rank zero
tensor. Exactly how we parametrize our SVT perturbations will depend on which coordinate
system we choose. How about the nature of perturbations we might find? After all, what
if a perturbation is not really physical, but instead secretly just represents an infinitesimal
change in our coordinate system and nothing else? For our introductory discussion, we will
follow HEL and fix a convenient and relatively simple gauge. Technically, the justification for
the gauge choice with only one metric perturbation function is that it will be sufficient to
match the perturbed Tµν[ϕ] appearing on the RHS of the perturbed Einstein equations.

In the longitudinal / Newtonian gauge of HEL §16.13, we write perturbations of the
spacetime metric as

ds2(t, xk) =
[
1 + 2Φ(t, xk)

]
dt2 −

[
1− 2Φ(t, xk)

]
a2(t)dxidxjδij , (9.5)

where the spatial xk are Cartesian comoving coordinates. This function Φ should ring a bell
from GR1 – it is the Newtonian potential of the perturbations.

9.3 Perturbing the Einstein equations to first order

To keep the physics as clear as possible, it turns out to be smart to study the version of
the Einstein equations for the perturbed system that has one index up and one index down.
The other ways of doing it do of course give physically equivalent results, but we might as
well save on sweat en route.

In order to find the perturbed energy-momentum tensor, we substitute the perturbed
scalar field ϕ = ϕ0 +δϕ into the standard expression for T µν [ϕ]. This is not entirely straight-
forward, because the metric is also perturbed, and even to first order in perturbation theory,
this has an impact.

T µν [ϕ0 + δϕ,(g0 + δg)µν ] = ∂µ(ϕ0 + δϕ)∂ν(ϕ0 + δϕ)

− δµν
[

1

2
(g0 + δg)αβ∂

α(ϕ0 + δϕ)∂β(ϕ0 + δϕ)− V (ϕ0 + δϕ)

]
. (9.6)

As you should check yourself by doing the calculations carefully step by step, the results are,
to first order in perturbations,

δT 0
i =

.
ϕ0 ∂iδϕ ,

δT 0
0 = − .

ϕ2
0 Φ +

.
ϕ0

.
δϕ+ V ′ δϕ ,

δT ij = δij

[
+

.
ϕ2

0 Φ− .
ϕ0

.
δϕ+ V ′ δϕ

]
, (9.7)

where V ′(ϕ) = dV/dϕ.
How about finding the perturbed Einstein tensor? First, we should find the perturbed

Christoffels to first order in small quantities,

Γσµν = (Γ0)σµν + δΓσµν . (9.8)
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As you should also check for yourself, the only nonzero Christoffel perturbations turn out to
be

δΓ0
0µ = ∂µΦ ,

δΓ0
ij = −δija2

( .
Φ + 4HΦ

)
,

δΓi 00 =
1

a2
∂iΦ ,

δΓi jµ = −δij∂µΦ , (9.9)

where the Hubble parameter is still

H =
.
a

a
. (9.10)

The next steps are to use these perturbed Christoffels to find the perturbed Riemanns,
contract once to find the perturbed Ricci tensor, and contract again to find the Ricci scalar.
Again, doing this exercise yourself is recommended, so that you can understand the chain of
logic. From these products we then can obtain the perturbed Einstein tensor on the LHS of
the Einstein equation, to first order in perturbations,

δG0
i = −2∂i

( .
Φ +HΦ

)
,

δG0
0 = −2

(
~∇2

Φ− 3H
.
Φ− 3H2Φ

)
,

δGi
j = +2δij

[..
Φ + 4

.
ΦH +

(
2

.
H + 3H2

)
Φ
]
, (9.11)

where we have abbreviated
~∇2

=
1

a2
δij∂i∂j . (9.12)

What is that time derivative of the Hubble parameter
.
H? By looking back at the field

equations for the unperturbed spacetime coupled to the unperturbed scalar, we can quickly
find out that

.
H = −1

2
.
ϕ2

0 . (9.13)

Now we are in a position to write down the perturbed Einstein equations at first order
in small quantities. Following HEL and setting mp = 1 for simplicity8, our Einstein equations
are

Gµ
ν = −8πGNT

µ
ν = −T µν . (9.14)

It makes sense to study the time-space component first, because this is algebraically the
simplest for both the LHS and the RHS. We have

2∂i

( .
Φ +HΦ

)
=

.
ϕ0 ∂iδϕ . (9.15)

The only variables in this equation that have spatial dependence are Φ, the metric pertur-
bation, and δϕ. So we can actually integrate this one by eye! We obtain( .

Φ +HΦ
)

=
.
ϕ0 δϕ . (9.16)

8Factors of 8πGN can always be restored by dimensional analysis.
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Interestingly, the space-space component of the perturbed Einstein equations does not give
any new information beyond what we have already obtained so far. How does this work?
If we take the time derivative of the above time-space perturbation equation, and recakk
(a) the equation of motion for the unperturbed scalar in the unperturbed background along
with (b) the expression for the time derivative of the unperturbed Hubble parameter, we
obtain the space-space Einstein equation. How about the remaining Einstein equation, the
time-time component? It yields( .

ϕ2
0 + 2~∇2

)
Φ = ϕ2

0

d

dt

(
δϕ
.
ϕ0

)
. (9.17)

It is traditional, because it is physically useful, to switch to Fourier space for our inflaton
and metric perturbations,

ϕ(~x) =

∫
d3~k
√

2π
3 e

i~k·~x ϕ~k , Φ(~x) =

∫
d3~k
√

2π
3 e

i~k·~x Φ~k . (9.18)

Note that in these expressions ~k is the comoving wavevector of a mode, and it is related
to the physical wavevector by

~kphys =
~k

a(t)
. (9.19)

In Fourier space, ~∇2 → −k2/a2, where k ≡ |~k|, so that our coupled perturbation equations
become

.
Φk +HΦk =

.
ϕ0 δϕk ,(

1− 2k2

a2 .
ϕ2

0

)
Φk =

d

dt

(
δϕk
.
ϕ0

)
. (9.20)

Overall, what we have managed to obtain so far in the Newtonian gauge is a pair of
coupled first order ODEs for our Fourier amplitudes of metric and inflaton perturbations.
As HEL explain at the end of §16.13, we could eliminate one of the unknowns in favour of the
other, giving a second order ODE for the latter – although it gets kinda messy. Implementing
this plan would of course require knowledge of the time evolution of both the ϕ0(t) and the
a(t) for the coupled gravity-scalar system before we thought about doing perturbation theory.
But is there a reason to suspect why this is not the smartest next step? There is: neither
ϕk nor Φk is gauge invariant by itself!
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10 Inflationary perturbations 2

Today’s discussion follows mid/later parts §16 of HEL pretty closely.

10.1 Gauge invariant curvature perturbations

The coordinate system we pick for describing perturbations affects every field coupled to
gravity, because they are all tensors of one kind or another. If we change our time coordinate,
that changes how we draw spatial slices through spacetime. We can also change spatial
coordinates, but that will not turn out to be pertinent here. So, let us focus on thinking
harder about our choice of time coordinates. As mentioned previously, it is possible to pick
a new time coordinate in just such a way that perturbations in the scalar field ϕ disappear.
A natural way to fix this problem is to choose variables which are insensitive to changes of
time coordinate, and can therefore be interpreted as physical.

Under a time coordinate transformation t → t′ = t + ∆t, a scalar f(t, ~x) behaves as
f ′(t′, ~x) = f(t, ~x). We can then Taylor expand in ∆t to find f ′(t, ~x) = f ′(t′ − ∆t, ~x) '
f(t, ~x)−

.
f(t, ~x)∆t, so that

∆f(t, ~x) = −
.
f(t, ~x) ∆t . (10.1)

How does the metric tensor transform? Our focus here is on scalar perturbations in the
metric (rather than vector or tensor ones, for reasons explained earlier). Generically in GR,
we can expect to have different scalar perturbations in the purely temporal 00 components
of the metric and the purely spatial ij components. However, for the special cases of (a) a
scalar minimally coupled to gravity or (b) a perfect fluid, there are no anisotropic stresses,
which generically will occur when Tmatter

µν has off-diagonal ij components. Accordingly, we
can stick with just one Φ function introduced earlier to describe scalar metric perturbations.

How do our scalar perturbations in the metric change under a time coordinate change?
We have a2(t)(1−2Φ(t, ~x))→ a2(t)(1−2Φ(t, ~x))+[2a(t)

.
a(t)(1−2Φ(t, ~x))−2a2(t)

.
Φ(t, ~x)]∆t .

Remembering that both ∆t and Φ are infinitesimal, to first order in perturbations we obtain

∆Φ ' H∆t . (10.2)

For any scalar function f with perturbations δf , the combination

ζf = Φ +H
δf
.
f

(10.3)

is gauge invariant under t→ t + ∆t. Why? To first order in perturbations, it transforms
as

ζf → ζ ′f = (Φ +H∆t) +H

(
δf −

.
f∆t

)
.
f

= ζf . (10.4)

For our scalar field perturbation δϕ about the homogeneous isotropic ϕ0, this says

ζ = Φ +H
δϕ
.
ϕ0

. (10.5)

This thing ζ is called the curvature perturbation in the literature. We will focus on it,
or more precisely on its Fourier transform.
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10.2 Classical evolution of curvature perturbations

How does our gauge-invariant curvature perturbation ζ evolve in time? This is easiest to
write in Fourier space. Writing

ζk ≡ Φk +H
δϕk
.
ϕ0

, (10.6)

we can use our previous differential equations for the evolution of Fourier modes Φk and δϕk
of our infinitesimal perturbations to give a second order equation for ζk,

..
ζk +

( .
ϕ2

0

H
+

2
..
ϕ0.
ϕ0

+ 3H

)
.
ζk +

k2

a2
ζk = 0 . (10.7)

Take a moment to admire this equation. It says that all we need to work out the time
evolution of the Fourier modes of our gauge-invariant perturbations ζk is the solution for the
unperturbed (homogeneous, isotropic) evolution of a(t) and ϕ0(t).

HEL give two graphs 16.3 and 16.4, showing evolution of (a) the comoving Hubble
distance 1/aH with time on a log-log plot, and (b) ζk in logarithmic time, in a chaotic
inflation model with mϕ ∼ 2 × 10−6 where everything is measured in Planck units. Initial
conditions for H and ϕ0 were chosen to allow a period of inflation from ln(t) ' 11− 16. The
broken line in the first figure is the fixed comoving scale 1/k, for k ∼ 10+4.
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As you may recall from our first lecture on inflation, inflation is happening when (aH)−1

is decreasing with cosmic time t, and this occurs in the first graph from about ln(t) ∼ 11−16.
In inflationary theory, this quantity (aH)−1 is loosely called the “horizon” radius. Now
let us carefully inspect the second graph depicting the evolution of the ζk. Notice that
during the period when the the comoving horizon radius (aH)−1 is bigger than the comoving
scale 1/k, ζk oscillates. The key thing is what happens after the comoving horizon radius
drops below the scale 1/k: the perturbation freezes out. It is said to leave the horizon.
Intuitively, this is happening because the gauge-invariant perturbation no longer feels its
own self-gravity: its comoving wavelength is bigger than the characteristic scale (aH)−1 over
which physical processes in the early universe operate coherently. After this, ζk remains
frozen at whatever value it reached – until much later in the history of the universe when the
comoving horizon scale increases sufficiently that the perturbation re-enters the horizon,
and oscillations begin again, driving the process of reheating.

Overall, by studying inflation driven by a scalar field and basic perturbations on top of
FRW evolution, we have found that tiny initial fluctuations in the inflaton field δϕ produce
super-horizon scale fluctuations in the early universe. These provide the seeds for galaxy
formation, and for the small fluctuations in the CMB that we observe today. Early universe
astro/physicists flip this around, and use increasingly precise measurements of the CMB to
figure out increasingly tight constraints on the spectrum of primordial perturbations required
to produce what we see on the sky today. This tests our inflationary picture of the origin of
fluctuations. Alternative theories of what produced the primordial fluctuations are available,
but we do not have time to study them in this course.

10.3 Initial conditions for curvature perturbations

Our story so far describing the evolution of cosmos hangs together nicely. But there is one
major physics issue that we have not addressed so far, and that is the question of what sets
the initial conditions that we feed into our classical evolution equations for ζk. The formalism
used to provide the story of the initial conditions is that of quantum field theory on curved
spacetime9 For our purposes, we can take results out of classic review articles, e.g. “Theory of
cosmological perturbations...” by V.F. Mukhanov, H.A. Feldman, and R.H. Brandenberger,
Physics Reports 215 (1992) 203-333. We need to make just two upgrades in order to use
their hard-earned results:-

• Use conformal time η instead of cosmic time t, defined by

dη =
dt

a(t)
. (10.8)

• Do a simple change of variables to

ξk = α ζk , where α =
a

H
.
ϕ0 , (10.9)

which is designed to simplify our 2nd order ODE by removing the first derivative piece.

9Some general references for digging deeper, for those with some familiarity with QFT, are the classic
textbook “Quantum Fields in Curved Space” by Birrell and Davies (Cambridge, 1984), and a technical review
article “Quantum Field Theory in Curved Spacetime” by S. Hollands and R.M. Wald (arXiv:1401.2026).
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The really cool thing about making these two changes of variables is that, after all the
formal QFT dust has settled, ξk may be treated as a free complex scalar field quantized in
the standard fashion that we are familiar with from studying simple harmonic oscillators.
(This is quite nontrivial, because defining what the vacuum is, and hence what counts as
quantum zero-point fluctuations which seed structure formation, depends on your coordinate
system. We are choosing modes that are positive frequency measured in conformal time.)
Moreover, the evolution equation for quantum perturbations turns out to be identical to
that for the classical ones. What is that evolution equation?

Let us denote derivatives w.r.t. conformal time η with a prime,

′ ≡ d

dη
. (10.10)

Then some very straightforward algebra yields

ξ′′k +

(
k2 − α′′

α

)
ξk = 0 . (10.11)

This is the equation for the kth Fourier mode of a scalar field with a time-varying mass,

m2
ξ = −α

′′

α
, where α =

a

H
.
ϕ0 . (10.12)

What is this beast? We can obtain an expression for it in terms of either η or t derivatives,

m2
ξ =

(ϕ′0)2

2
− 2ϕ′0ϕ

′′
0

aH
− (ϕ′0)4

2a2H2
− ϕ′′′0
ϕ′0

= −2a2H2

(
1 +

(
.
ϕ0)2

2H2
+

(
.
ϕ0)4

4H4
+

.
ϕ0

..
ϕ0

H3
+

3
..
ϕ0

2H
.
ϕ0

+
...
ϕ0

2H2 .
ϕ0

)
(10.13)

In the slow-roll approximation, we neglected
..
ϕ0 and higher time derivatives. During

periods of interest here, it is also an OK approximation to assume that | .ϕ0| � |H|. Then

ξ′′k +
(
k2 − 2a2H2

)
ξk = 0 , (10.14)

which allows us to determine when perturbations freeze out. If |k| � |aH|, the perturbation
wavelength fits inside the horizon, and we obtain oscillatory behaviour. On the other hand,
if |k| � |aH|, we get exponential growth of ξk instead. When |k| can be neglected then the
equation of motion for ξk, eq.(10.11), shows very directly that ξk ∼ α. Translating that into
ζk language yields ζk ∼ const., as we saw in the earlier graph.

Now let us dig a little deeper into the oscillatory regime. Here, we have the simplest
possible equation for the perturbations: that of a harmonic oscillator with frequency |k|.
How do we figure out the normalization of our perturbations in Planck units? QFT tells us
this, e.g. via the form of the conserved current for a complex scalar field ξ,

i(ξ∗ξ′ − ξ∗′ξ) = 1 . (10.15)

In Fourier space, this yields the solution

ξk =
1√
2k
e−ikη . (10.16)
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As HEL show, a neat integration by parts trick allows us to find a fuller solution for large |k|,
in the perturbative slow roll regime.

η =

∫
dt

a(t)
=

∫
da

a2H
=

[
− 1

aH

]
− Ξ ,

Ξ =

∫
dH

aH2
=

∫ .
H

H2

da

a2H
=

∫ .
ϕ2

0

2H2

dt

a
. (10.17)

We now recruit the previous approximation
.
ϕ2

0 � H2 to obtain the approximate solution

η = ηend −
1

aH
, (10.18)

where ηend is when the conformal time saturates at the end of inflation (dη/dt = 1/a ' 0).
So then our EOM is

ξ′′k +

[
k2 − 2

(ηend − η)2

]
ξk = 0 , (10.19)

which has the analytic solution

ξk =
1√
2k3

i+ k(ηend − η)

(ηend − η)
e−ikη . (10.20)

Notice that this solution for our scalar field perturbation has both real and imaginary parts.
A self-consistency condition for the approximation scheme we have used is that kηend � 1,
and this can be checked via numerics.

What does this solution do if we push it into the regime where the wavelength exceeds
the horizon scale? It gives, for |k| � aH,

ξk =
1√
2k3

(k + iaH)eik/(aH) ' iaH√
2k3

(10.21)

So then

ζk '
ξk
α
' i√

2k3

H2

.
ϕ0

. (10.22)

We previously found, with the same set of perturbative and slow roll approximations, that
ζk ' const. after the mode leaves the horizon. We can therefore evaluate the field amplitude
there, giving

ζk '
i√
2k3

(
H2

.
ϕ0

)
k=aH

. (10.23)

This equation teaches us the (approximately constant) amplitude of plane-wave curvature
perturbations with comoving wavevector k, for modes that have frozen out. Notice how it
depends on k as k−3/2: this is intuitively reasonable because it says that more expensive
modes are made with smaller amplitude. The above equation is one of the more important
results of inflationary theory.

Note for sticklers feeling queasy about approximations: we have only sketched out how
to obtain the above result. A deeper analysis yields confirmation that the various approxi-
mations we used along the way do in fact hold, in a self-consistent fashion.
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11 Inflationary perturbations 3

Today we will finish off our presentation of the basics of inflationary perturbations based on
HEL; we will follow the last few parts of their §16 pretty closely. After that, we will give a
brief sketch of a fuller analysis, following §4-6 of Baumann.

11.1 Power spectrum of curvature perturbations

Last time, we learned that by recruiting a few key formulæ from QFT, we could work out the
time evolution including amplitude and phase for gauge-invariant curvature perturbations.
These perturbations involved pieces from the perturbed metric tensor and the scalar inflaton.
We worked in Fourier space, and eventually found the solution for the time evolution of ζ~k.

Quite generally, if we have a physical (gauge-invariant) perturbation, we can ask about
its two-point correlation function. What is such a beast physically? It asks the following
question of a quantum field: how do perturbations over here correlate with perturbations over
there? Since the primordial perturbations are quantum fields rather than classical ones, we
need to take an expectation value of the two-point correlator to compare to something we
can measure. HEL define the curvature power spectrum Pζ(k), where k is the magnitude
of the wavevector in comoving coordinates, via

〈ζ(~x)ζ∗(~x)〉 ≡
∫ ∞

0

d(ln k)Pζ(k) , (11.1)

where the position-space fields ζ(~x) are related to their Fourier modes ζk via

ζ(~x) =
1
√

2π
3

∫
d3~k ei

~k·~x ζ~k . (11.2)

Note that different definitions of “power spectrum” are in common use in the literature. For
clarity, we will stick with the one given above, which measures the power on a logarithmic
scale for k. We can easily find the analogous formula for the two-point correlator in Fourier
space by recalling that d3~k = k2dkdΩ,

〈ζ~kζ∗~k′〉 =
2π2

k3
P(k)δ(3)(~k − ~k′) . (11.3)

Notice how the delta function is there to enforce momentum conservation: it insists that
~k = ~k′ because we defined our power spectrum by looking at correlators of ζ and ζ∗ at the
same spacetime point ~x. So we have found that Pζ(k) = k3〈|ζk|2〉/(2π2).

Now we can recruit our famous result from last time, eq.(10.23), to obtain an expression
for the power spectrum of gauge-invariant curvature perturbations in inflation,

Pζ(k) =

(
H2

2π
.
ϕ0

)2

k=aH

. (11.4)

During slow roll inflation, both
.
ϕ0 and H are approximately constant, and so to lowest order

in small quantities, the power spectrum of inflationary perturbations is approximately flat.
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This scale invariant spectrum is known as the Harrizon-Zel’dovich spectrum, and it
is one of the main predictions of inflation.

We can give a slightly better answer by recalling what the Einstein equations say in the
case of slow roll scalar inflation. We had, in Planck units, the first-order equation

H2 ' 1

3

[
1

2
.
ϕ2 + V (ϕ)

]
. (11.5)

So as ϕ slowly rolls,
.
ϕ2 is subleading to V (ϕ), and H decreases slowly, because ϕ is rolling

down the potential hill. Accordingly, modes with higher k, which freeze out later in the time
evolution, end up with a slightly smaller P, giving a slight red tilt to the power spectrum.

HEL describe another more handwaving way to get to the scale invariant Harrison-
Zel’dovich spectrum, starting from knowledge about zero-point fluctuations for scalar fields.
For a relativistic scalar field ϕ living in Minkowski spacetime, the zero-point uncertainty
fluctuation is described by the plane wave

δϕ~kphys '
1√
Vphys

e−ikphyst√
2kphys

. (11.6)

In this expression, Vphys is the volume of the box inside which the field lives, which in the
language of QFT is an infrared cutoff. To adapt this expression to the cosmological setting,
in the spirit of handwaving, let us substitute

Vphys ∼ a3 , ~kphys =
~k

a
, (11.7)

to get

δϕ~k '
e−ikt/H

a
√

2k
. (11.8)

Therefore,

Pϕ = 〈|δϕk|2〉
k3

2π2
' k2

4π2a2

∣∣∣∣
k=aH

'
(
H

2π

)2

. (11.9)

In the last step above, we evaluated at horizon crossing k = aH, because fluctuations on
larger scales are frozen in at this value. OK, so what we have so far is nice and all, but it is
the inflaton power spectrum, not the power spectrum for the curvature metric perturbations
Φ. We worked out in an earlier lecture how ϕ and Φ change during a time coordinate
transformation while the gauge-invariant ζ stays constant,

∆Φ = H∆t , ∆ϕ = − .
ϕ0∆t . (11.10)

Using this to eliminate ∆t gives

∆Φ = −H∆ϕ/
.
ϕ0 , (11.11)

and so

PΦ = Pζ ∼
(
H2

2π
.
ϕ0

)2
∣∣∣∣∣
k=aH

, (11.12)

which is the very same Harrison-Zel’dovich formula we obtained on the previous page.
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11.2 Power spectrum of matter-density perturbations

We previously discussed the idea of reheating at the end of inflation, which is when the scalar
inflaton field ϕ decays into other species as it settles down into the minimum of its potential.
So that means the inflaton contribution to the gauge-invariant perturbation curvature dies
away, and we are left with the scalar metric perturbation Φ. What does this have to do with
matter? Well, the Einstein equations tie energy-momentum and gravity together. As we
plan to sketch in the next lecture or two, to find out how all this works, we need to go back
and redo perturbation theory for the case of a perfect fluid instead of a scalar field minimally
coupled to gravity. It remains fine to focus on a single metric perturbation Φ because perfect
fluids cannot support anisotropic stresses. We just quote the result here, for now. In our
comoving coordinate system, the scalar metric perturbation obeys the Poisson equation

~∇2
(δΦ) =

1

2
[8πGN ] (δρ) , (11.13)

where δρ is the matter density fluctuation about the background FRW value ρ0. Is there
an intuitive reason why the equation ends up looking so Newtonian? Yes! On sub-horizon
scales, the gravitational field from the energy density perturbations is weak.

It is traditional in the literature to focus on the fractional density fluctuation, δρ/ρ0,
with ρ0 the background density. In Fourier space, the Poisson equation gives

δΦk = −ρ0a
2

2k2

(
δρ

ρ0

)
k

. (11.14)

Since we are still studying the spatially flat case, ρ0 = 3H2 in Planck units, giving(
δρ

ρ0

)
k

= −2

3

(
k

aH

)2

δΦk , (11.15)

Let us ask the question of what the perturbation spectrum looks like at a single instant in
cosmic time. It is traditional to use a slightly different definition for the matter power
spectrum than for the curvature power spectrum,

Pδ(k) ≡ 〈
∣∣∣∣(δρρ0

)
k

∣∣∣∣2〉 , (11.16)

which differs by a factor of k3/(2π2) from our previous case. This gives, for the case of
slow-roll inflation,

Pδ(k) ∼ k . (11.17)

Cosmologists define the matter power spectruam via Pδ ∼ kn with primordial spectral
index n. Here, we see that n = 1 is predicted by slow-roll inflation. Another way of
characterizing the spectrum is to evaluate it when the perturbation re-enters the horizon.
Our handy eq.(11.15) gives

Pδ ∼ Φk . (11.18)

Since the curvature power spectrum, measured logarithically in k, was approximately scale
invariant, we see that the matter power spectrum is too, provided that we are focusing on
the fractional density perturbations.
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Our equation (11.15) can also tell us how the fractional density fluctations evolve in time
for a given comoving wavenumber k,(

δρ

ρ0

)
k

∼ 1

(aH)2
. (11.19)

We learned previously that when a FRW universe is dominated by radiation, a(t) ∝ t1/2

and so H = 1/(2t), and for the matter dominated case, a(t) ∝ a2/3 and so H = 2/(3t).
Therefore, (

δρ

ρ0

)
k

∼

 t (radiation) ,

t2/3 (matter) .
(11.20)

This is called the growing mode of the matter density perturbations. Notice how for the
matter dominated case, the perturbations grow at the same rate as the scale factor does.

11.3 Theory vs CMB observations

We currently live in an epoch of precision cosmology, a huge undertaking involving all three
types of physics expertise: theoretical, computational, and experimental. Different types of
experiments that can probe cosmological parameters all have their own intricate types of
systematic errors. More information on the standard set of cosmological parameters and
their current best-fit values can be found in sources like the Particle Data Group,
http://pdg.lbl.gov/2018/reviews/rpp2018-rev-cosmological-parameters.pdf

Inflation (or whatever alternative is your flavour of the month for describing the early
universe) gives predictions for the power spectrum of anisotropies in the CMB. This provides
a snapshot of the density perturbations when recombination happened, at a redshift of about
zrec ∼ 1500 – the moment when CMB photons could finally move about unimpeded, instead
of constantly scattering off charged particles in the primordial plasma. When analyzing
angular information on the sky, or elsewhere, it is traditional to decompose into spherical
harmonics,

∆T (θ, φ) =
∞∑
`=2

+∑̀
m=−`

a`mY`m(θ, φ) . (11.21)

Wait a second - why are we not summing over the monopole (` = 0) and the dipole (` = 1) in
the expansion for the CMB temperature fluctuations? The monopole term is, by definition,
unrelated to anisotropy. The dipole term is caused by the peculiar velocity of the Earth
compared to the comoving reference frame of the CMB, and we must subtract out that big
boring signal in order to get to the interesting small stuff. Accordingly, the power in the
fluctuations is characterized as a function of angular scale via the spectral coefficients

C` =
1

(2`+ 1)

+∑̀
m=−`

|a`m|2 , ` ≥ 2 . (11.22)

In our inflationary story of the early universe, modes got frozen out when their comoving
wavelength became bigger than the (shrinking) horizon radius. This happened to modes with
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a wide range of k during inflation. When these modes re-enter the (growing) horizon later
on after reheating, they start off with zero oscillation velocity, because they were frozen until
that point. Then, after they thaw and start oscillating again, the modes of different k build
up by different amounts, allowing for anisotropies, and they imprint this angular information
on the CMB. Inflation has a very direct responsibility for the mechanism of freezing out and
later thawing of modes, and it is what leads to very specific predictions for the relative size
of the peaks of different `.

There is still room for a number of different types of theoretical models, including infla-
tion, that are compatible with CMB and other cosmological data. But the simplest older
models of inflation, like the ones we discussed as straightforward examples, have by now all
been ruled out. There is a pretty wide range of predictions from various early universe models
for the tensor modes and their polarization. So far, the signal from primordial gravitational
waves has turned out to be relatively small, which does not enable very tight discrimination
between possible theoretical models. This is still an active area of research, and I look for-
ward to the next several years of data refining our ideas about how physics at much higher
energy scales than the LHC can probe might have worked!

Shown here are two figures from Baumann illustrating results obtained in the last few
years. The first is from 2015 (final) Planck data.
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12 More on cosmological perturbations 1

We have not talked much about fluid mechanics so far, because this is not a course in fluid
mechanics! But it is worth expanding a little on the key bits of physics, because we are
modelling the cosmos from the hot Big Bang onwards as being composed out of cosmological
perfect fluids. I will follow Baumann §4.

12.1 Newtonian fluid perturbations and the Jeans instability

Consider a Newtonian fluid with mass density ρ, pressure P , and 3-velocity ~u, which all
generically depend on (t, ~r). Conservation of both mass and momentum gives

∂tρ+∇~r · (ρ~u) = 0 ,

(∂t + ~u · ∇~r) ~u = −∇~rP
ρ
−∇~rΦ , (12.1)

which are called the continuity equation (no mass loss) and the Euler equation (“F=ma”).
The Newtonian gravitational potential Φ coupled to this non-relativistic fluid obeys the Pois-
son equation

∇2
~rΦ = 4πGNρ . (12.2)

What if we perturb about a homogeneous isotropic background? Let us set

ρ(t, ~r) = ρ̄(t) + δρ(t, ~r) (12.3)

and similarly for the pressure and Newtonian potential. If gravity is turned off, the linearized
equations above yield

∂2
t δρ−∇2

~r δP = 0 . (12.4)

If the fluctuations are adiabatic (as inflation predicts), then

δP = c2
sδρ , (12.5)

where cs is the speed of sound. Then(
∂2
t − c2

s∇2
~r

)
δρ = 0 , (12.6)

which is an ordinary wave equation, solved by a plane wave with constant amplitude and
frequency ω = csk. OK fine – but these are pretty boring fluctuations.

What happens if we turn on (Newtonian) gravity, but keep space static? Then our 2nd
order PDE above gets a RHS, (

∂2
t − c2

s∇2
~r

)
δρ = 4πGN ρ̄ δρ , (12.7)

by the perturbed Poisson equation. Then the plane wave gets an altered frequency

ω =
√
csk2 − 4πGN ρ̄ . (12.8)

When the wavenumber k is large compared to the gravitational effect of the background mass
density, the second term under the square root is subdominant. But for small wavenumbers,
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or equivalently for large wavelengths, gravity dominates instead, and the fluctuations grow
exponentially rather than oscillating sinusoidally. This is known as the Jeans instability.
The critical wavelength at which crossover happens is

λJ ≡ cs

√
π

GN ρ̄
, (12.9)

which is known as the Jeans wavelength.
How about a Newtonian fluid in a spacetime that is expanding? If we write the position

vector in terms of the scale factor and the comoving coordinate ~x,

~r(t) = a(t)~x , (12.10)

then

~u(t) =
.
~r = Hr + ~v , ~v = a

.
~x ,

∇~r =
1

a(t)
∇~x ,(

∂

∂t

)
~r

=

(
∂

∂t

)
~x

−H~x · ∇~x , (12.11)

where . ≡ ∂/∂t. Defining the density contrast

δ ≡ δρ

ρ̄
(12.12)

gives, to first order in perturbation theory,

.
δ = −1

a
∇ · ~v ,

.
~v +H~v = − 1

aρ̄
∇(δP )− 1

a
∇(δΦ) ,

∇2(δΦ) = 4πGNa
2ρ̄ δ . (12.13)

Combining the above equations yields a second order PDE for the time evolution of the
density contrast,

..
δ + 2H

.
δ − c2

s

a2
∇2δ = 4πGN ρ̄ δ . (12.14)

So in an expanding space, the Jeans wavelength now depends on time, through the time
dependence of ρ̄(t) and cs(t). Also, there is now Hubble friction. Accordingly, for small
wavelengths, there will still be oscillation, but with decreasing amplitude. For wavelengths
exceeding the Jeans value, perturbations will grow like a power law rather than an exponen-
tial. What kind of power law depends on how a(t) evolves in time.

• Matter domination: For linearized CDM (cold dark matter) fluctuations, the speed of
sound is zero. Since a(t) ∝ t2/3, this yields an ODE for δm which gives two solutions:
one that dies as a−3/2 (boring!) and one that grows like the scale factor a.
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• Radiation domination: If we do a proper relativistic analysis, it turns out that radiation
fluctuations on sub-Hubble scales have a zero time-averaged density contrast, and so
only CDM is clustered during radiation acoustic oscillations. In this case, the two
solutions for δm are a constant or logarithmic growth like ln a. The physical upshot: we
must wait until matter domination before the CDM fluctuations can grow significantly.

• Λ domination: By definition, the cosmological constant does not cluster: it is uniform
everywhere. This gives two solutions for δm: a constant or falloff like 1/a2. So once
dark energy dominates the cosmos, matter fluctuations stop growing. This is one
reason why having too big of a cosmological constant would not allow galaxies to form.

It is really fun to dig deeper and wonder: what if the values of various parameters in
Nature, including Λ, had been different when our cosmos was created? One idea sometimes
discussed when thinking about such things is called the “anthropic principle”, which basically
says that any weirdo theory of the early universe that we dream up must eventually produce
a universe that could have us in it, otherwise that theory is probably crap.

12.2 More on relativistic perturbations and gauge invariance

Let us work in conformal gauge, and write

ds2 = a2(τ)
[
(1 + 2A) dτ 2 − 2Bidτdx

i − (δij + hij) dx
idxj

]
,

Bi ≡ ∂iB + B̂i ,

hij = 2Cδij + 2∂〈i∂i〉E + 2∂(iÊj) + 2Êij ,

∂〈i∂j〉 ≡
(
∂i∂j −

1

3
δij∇2

)
E ,

∂(iÊj) ≡
1

2

(
∂iÊj + ∂jÊi

)
, (12.15)

where Latin indices are raised and lowered with the Kronecker delta, hatted objects are

divergenceless ∂iÊi = 0 = ∂iÊij = 0, and the tensor perturbation is traceless, Ê
i

i = 0. How
do all these quantities transform under coordinate transformations? Under

X0 → X0 + T , X i → X i +
(
∂iL+ L̂

i
)
, (12.16)

to linear order in perturbation theory about FRW,

A→ A− T ′ −HT , B → B + T − L′ , C → C −HT − 1

3
∇2L , E → E − L ,

B̂i → B̂i − L̂
′
i , Êi → Êi − L̂i , Êij → Êij . (12.17)

The gauge invariant combos are called Bardeen variables,

Ψ ≡ A+H(B − E ′) + (B − E ′)′ ,

Φ ≡ −C −H(B − E ′) +
1

3
∇2E ,

Φ̂i ≡ Ê
′
i − B̂i ,

Êij , (12.18)

66



where the Hubble parameter is measured in conformal time,

H ≡ a′

a
. (12.19)

The energy-momentum tensor gets perturbations from the energy density, the pressure,
the 4-velocity, and also a new genuinely tensorial term known as the anisotropic stress. The
spatial part of this Πµ

ν beast can be chosen to be traceless (the trace part can be absorbed
into the pressure), and it can also be chosen to be orthogonal to the 4-velocity. The result,
to first order in perturbations, is

δT 0
0 = δρ ,

δT i0 = qi ,

δT 0
j = −qj −

(
ρ̄+ P̄

)
Bj ,

δT ij = −(δP )δij − Πi
j ;

qi ≡
(
ρ̄+ P̄

)
vi . (12.20)

The momentum density qi is additive for the different components of the cosmological fluid,
even though the velocities are not. Under gauge transformations,

δρ→ δρ− T ρ̄′ ,
δP → δP − T P̄ ′ ,
qi → qi +

(
ρ̄+ P̄

)
L′i ,

vi → vi + L′i ,

Πij → Πij . (12.21)

One gauge-invariant combo is

∆ ≡ δρ

ρ̄
+
ρ̄′

ρ̄
(v +B) , vi = ∂iv , (12.22)

which is known as the comoving-gauge density perturbation.

12.3 Evolution equations

Conservation of the perturbed energy-momentum tensor gives, in a time-space split,

δ′ + 3H
(
δP

δρ
− P̄

ρ̄

)
δ = −

(
1 +

P̄

ρ̄

)
(∇ · ~v − 3Φ′) ,

~v′ + 3H
(

1

3
− P̄

′

ρ̄′

)
~v = −

~∇δP
(ρ̄+ P̄ )

− ~∇Ψ . (12.23)

The above equations hold for each species independently, and for the total story as well.
This relies on the underlyling assumption that the various components of our cosmological
fluid do not interact.
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How about the Einstein equations, also to first order in perturbations? One question we
need answered to figure out how deep to dig is: when are anisotropic stresses small? The
answer is: for most of the evolution of our cosmos. The two exceptions are (a) neutrinos
after neutrino decoupling, (b) photons after photon decoupling. Even in the bigger of those
two cases (a), they are only a 10% effect. Under the assumption that we can ignore them,
one of the Einstein equations says Φ = Ψ. The remaining ones are

∇2Φ− 3H (Φ′ +HΦ) = +4πGNa
2
∑
A

δρA ,

Φ′ +HΦ = −4πGNa
2
∑
A

(
ρ̄A + P̄A

)
vA ,

Φ′′ + 3HΦ′ +
(
2H ′ +H2

)
Φ = +4πGNa

2
∑
A

δPA , (12.24)

One interesting gauge-invariant quantity is the comoving curvature perturbation,

R = C − 1

3
∇2E +H (B + v) . (12.25)

Baumann shows in §4.3.2 that there is a conservation law involving the comoving curvature
perturbation. To demonstrate it, he picks Newtonian gauge, where B = E = 0 and C ≡ −Φ,
and uses the 0i Einstein equation, giving

− 4πGNa
2
(
ρ̄+ P̄

)
R′ = 4πGNa

2H
[
δP − P̄

′

ρ̄′
δρ

]
+H P̄

′

ρ̄′
∇2Φ , (12.26)

where

R = −Φ− H (Φ′ +HΦ)

4πGNa2
(
ρ̄+ P̄

) . (12.27)

The thing in [. . .] is known as the non-adiabatic pressure perturbation and it is gauge
invariant. It vanishes for a barotropic equation of state P = P (ρ). With a little more
massaging of the algebra, the result for the evolution of R is

d lnR
d ln a

∼
(
k

H

)2

. (12.28)

This is small when k � H, so this particular perturbation is said to be conserved under
such circumstances. This provides justification for a result we used in our quick-and-dirty
description of inflationary perturbations from HEL.
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13 More on cosmological perturbations 2

Today’s discussion leans heavily on Baumann §5 and §6.5.2. He has a nice diagram at the
beginning of §5 explaining why the general process of integrating the coupled nonlinear
evolution equations for metric, energy density, and pressure perturbations must generically
be done on a computer.

Thomson scattering is the elastic scattering of a photon by a free charged particle. Coulomb
scattering is the scattering of charged particles by the Coulomb interaction between them,
and it is also called Rutherford scattering, after a famous Kiwi whose first name was Ernest.

13.1 Analytic approximations, and the super-horizon limit

We will need a couple of quick physics results on adiabatic perturbations in order to dis-
cuss further what happens with the comoving curvature perturbation R. The first is a
straightforward result from thermodynamics,(

P̄
′

ρ̄′

)
ad

= c2
s , (13.1)

where cs is the speed of sound. This will play a role in baryon acoustic oscillations that
we will comment on a bit later. Another result we will need is that the fractional density
contrast is the same for all species,

δρA
ρ̄A

= const., indep. of A , (13.2)

and using the individual species continuity equation for the background cosmological fluid,

ρ̄′A = −3H(1 + wA)ρ̄A , (13.3)

we obtain
δA

1 + wA
= const., indep. of A . (13.4)
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Make a note of this in your head: we will use it soon.
To figure out some analytic approximations to the evolution for the comoving curvature

perturbation, let us work in Newtonian gauge as before. We also need the background FRW
solution, being careful to recall that we are working in conformal time rather than cosmic
time,

3

2
H2 = 4πGNa

2ρ̄ . (13.5)

The expression for the comoving curvature perturbation then becomes

R = −Φ− 2

3(1 + w)

(
Φ′

H + Φ

)
, (13.6)

provided that we have a linear equation of state,

P̄ = wρ̄ . (13.7)

Using the above expression for R in the Einstein equations yields an analytical closed form
equation for the evolution of the Newtonian potential Φ in Fourier space,

Φ′′ + 3(1 + w)HΦ′ + wk2Φ = 0 . (13.8)

The main assumption leading to this analytical equation is that one component of the cos-
mological perfect fluid dominates the evolution. If that were not true, we would want to
resort to numerics.

Something we can see very quickly is that in the super-horizon limit where k � H, the
third term in the Φ EOM can be dropped. There are two solutions to the resulting equation.
The ‘decaying’ mode dies off as a negative power of the scale factor, provided that w ≥ −1.
As long as the equation of state parameter w is approximately constant, the second solution,
which we might loosely call the ‘growing’ mode, does not depend on w. How about the total
density contrast δ? Using the background FRW EOM, this becomes

δ = −2

3

k2

H2
Φ− 2

HΦ′ − 2Φ . (13.9)

In the super-horizon limit the only contribution to Φ′ comes from the decaying mode, and it
is parametrically smaller than Φ, as is the k2/H2 contribution. So approximately speaking,

δ ' −2Φ , (13.10)

so the total density contrast is also frozen for super-horizon modes. Suppose further that
we have adiabatic initial conditions, as for example is generically produced by theories of
inflation. That means we can figure out how the density contrast for matter δm is related to
that for radiation δr ' δ and to the Newtonian potential during radiation domination, ΦRD,

δm =
3

4
δr ' −

3

2
ΦRD . (13.11)

Accordingly, for k � H, the density contrast perturbation is proportional to the curvature
perturbation given to us by inflation and they are both frozen.
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What happens at the radiation-to-matter transition? How do we follow Φ through that
process? Well, Φ is not conserved, but R is, and we have eq.(13.6) relating them. When w
is a constant, and we are working on super-horizon scales where k/H � 1, we get

R ' 5 + 3w

3 + 3w
Φ . (13.12)

During matter domination w ' 0, whereas during radiation domination it was w ' 1/3.
Conservation of R then implies that

ΦMD =
9

10
ΦRD . (13.13)

13.2 Fluctuation evolution

Once a mode re-enters the horizon, it will no longer be frozen: instead, it thaws. So how
does the evolution then proceed on sub-horizon scales? That, of course, depends on which
perturbation we are talking about.

Φ For the modes of the Newtonian metric perturbations, we must add back the ignored
k2 term in the ODE, and we must also specify the value of w. During the radiation-dominated
era, with w = 1/3, solving the ODE in terms of special functions gives sub-horizon modes
with frequency ω = k/

√
3 and amplitude dropping with time as 1/τ 2. During the matter-

dominated era, with w = 0, the dominant solution for the metric perturbation is frozen on
all scales.

Note that the abbreviation keq in the following graphs refers to k at the point where
radiation and matter densities were equal.

δr The behaviour of radiation modes can be obtained from the Einstein equation, when
the radiation dominates the energy density. The solution for δr turns out to be sinusoidal
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in τ about zero, with ω = k/
√

3. What about in the matter era? Evolution of radiation
perturbations is determined from the energy-momentum conservation equations, and it still
gives a sinusoid with the same frequency but with a shifted equilibrium point δr = −4ΦMD(k).
These acoustic oscillations in the radiation fluid density are what gives rise to the peaky
spectrum of CMBR anisotropies.

δm The case of matter is more complex. For early times, we should track both radiation
and pressureless matter. During radiation dominance, this gives a growth with scale factor
of δm ∼ ln(a), while during matter dominance the growth is like δm ∼ a . For late times,
the universe is instead dominated by a combination of pressureless matter and dark energy.
When the universe becomes dark energy dominated, as it is today, the matter fluctuations
stop growing.

δb For baryons, the value of the redshift is very pertinent. Before decoupling of photons
and baryons [charged particles] at zdec ∼ 1100, Compton scattering strongly coupled the
two fluids together. This means that their velocity fields were equal, ~vγ = ~vb, and that
δγ = (3/4)δb (adiabatic). Photon pressure supported baryon oscillations on small scales.
After matter-radiation equality, we just found in the previous paragraph that the dark matter
density contrast δc grew like a, so that δc � δb. Then the baryons fall into the cold dark
matter potential well (aaaarrrgh!). What happens next? After decoupling, there is no more
photon pressure to support baryon antics, and the gravitational instability takes hold. In this
regime the baryon pressure can be ignored. Then we must solve for the coupled baryon and
dark matter density contrasts, by writing down energy-momentum conservation equations
for each fluid, in the background of the gravitational potential, which is in turn sourced
by the total density contrast. Adding and subtracting equations produces the analytic
approximations δc − δb ∝ const., and δb + δc ∝ τ 2, so δb/δc → 1. Overall, the small nonzero
δb at decoupling – and its time derivative – leave a small imprint in the late-time δm that we
previously found oscillates with scale. These are known as baryon acoustic oscillations.
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13.3 Primordial gravitational waves

Inflation generically predicts primordial gravitational waves. These were the things we had
previously labelled the Êij, which were our tensor metric perturbations,

ds2 = a2(τ)
[
dτ 2 −

(
δij + 2Êij

)
dxidxj

]
. (13.14)

We already have an idea how to analyze linearized tensor perturbations to the spacetime
metric, from our experience talking about plane gravitational wave ripples in the fabric of
spacetime that we studied at the end of last semester. Here, morally the main difference is
that we have an overall time-dependent scale factor in front of the Êijs. This carries through
into the expansion of the Einstein-Hilbert action to second order in perturbations,

SEH '
m2
p

8

∫
dτd3x a2(τ)

[
(Ê
′
ij)

2 − (∇Êij)
2
]
. (13.15)
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If we define

Êij =

√
2

mp

1

a(τ)


f+ f× 0

f× f+ 0

0 0 0

 , (13.16)

then

SEH '
1

2

∑
I=+,×

∫
dτd3x

[
(f ′I)

2 − (∇fI)2 +
a′′

a
f 2
I

]
. (13.17)

Amazingly, this is the same form of equation that we encountered earlier when thinking
about inflaton fluctuations! Pushing through the details gives the power spectrum of tensor
modes to be

Pt(k) =
2

π2

(
H2

m2
p

)∣∣∣∣
k=aH

≡ At

(
k

k∗

)nt

. (13.18)

This thing directly measures the Hubble parameter during inflation! The amplitude of tensor
to scalar perturbations is defined as

r =
At
As

, (13.19)

and for slow roll inflation both r and the spectral tilt nt are proportional to the small
parameter ε. Baumann’s Fig.6.3 summarizes relatively recent results from Planck.

Small extra note on the state of the art: a brand-new publication in Nature from
Baumann and coauthors gives the first constraint on the neutrino-induced phase shift in the
spectrum of BAOs.

Okey dokey! So that ends our discussion for now of cosmological perturbations. Next
time, we will move on to a fun exercise of thinking about what it would be like to have extra
dimensions of space – just for one lecture. We will start by looking at how this works in
Newtonian gravity, and then talk a bit about GR with extra dimensions of space.
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14 Origin of Einstein’s equations 1: upgrading Newto-

nian gravity

In GR1, I presented Einstein’s equations for the spin-two gravitational field gµν(x
α) without

proof10,

Rαβ −
1

2
gαβR + Λgαβ = −8πGNTαβ . (14.1)

I now want to show you how to derive these equations from an action principle, using only our
knowledge of variational calculus from 3rd year classical mechanics and some GR knowledge
from last semester.

14.1 Relativistic scalar gravity and its experimental failures

First, a lightning review of some salient facts from GR1. The energy-momentum tensor T µν

is defined in a very physical way as the flux of µ momentum in the ν direction. For example,
T 00 is the flux of energy in the time direction, otherwise known as the energy density, and
T 0i is the momentum density, while the T ij are the internal stresses. In GR1, I introduced
the einbein action for a free relativistic particle of any mass as a functional of zµ(λ),

Seinbein =

∫
dλ

1

2

[
e−1(λ)

.
z2(λ) + e(λ)m2

]
. (14.2)

The auxiliary field e(λ) was not dynamical: its action contains no derivatives. Its only role
was to produce the mass shell constraint for the particle as its equation of motion. For
massive particles, we pick the proper time gauge in which λ = τ and e−1 = m, giving

.
z2 = 1

as expected. For massless particles we pick the gauge e−1 = 1, giving
.
z2 = 0 as expected.

From this action, we can easily find the canonical momenta, and conclude that

T µνparticle(x) =

∫
dλ e−1(λ)

.
zµ(λ)

.
zν(λ) δD(x− z(λ)) . (14.3)

The D-dimensional delta function in this expression might look a bit weird, but is necessary:
the energy-momentum tensor for a point particle is zero unless you are where the particle
is in spacetime. For a massless particle, which satisfies

.
z2(λ) = 0, the trace of the energy-

momentum tensor is zero. This will turn out to be important physically, shortly.

Let us now turn to begin building a relativistic version of Newtonian gravity. The first
thing we need to do is dimensional analysis on our coupling constant. The Newton constant
GN appears in the force law, which takes Coulomb form,

~F grav = −GNMm

r2
r̂ . (14.4)

Now
[F ] = [M ][L][T ]−2 , (14.5)

10We adopt the relativistic convention that c = 1. Any missing factors of c can easily be restored via
dimensional analysis. All other physical constants are kept explicit, such as GN and ~.
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so that
[GN ] = [L]2[M ]−2[M ][L][T ]−2 = [L]3[M ]−1[T ]−2 . (14.6)

We can get rid of the time dimensions by dividing by c2, giving[
GN

c2

]
= [L]1[M ]−1 . (14.7)

Now notice that [
~
c

]
= [ML2T−1L−1T ] = [M ][L] , (14.8)

so that we can always convert a mass to an inverse length via

L =
1

M

~
c
. (14.9)

Then we have that [
~GN

c3

]
= [L]2 , (14.10)

giving rise to the definition of the Planck length `P

`P =

(
~GN

c3

)1/2

. (14.11)

At length scales this short, gravitation becomes seriously quantum mechanical, and we can
no longer trust the classical picture of spacetime according to Einstein’s GR. Addressing
what happens here is the domain of quantum gravity. In 4D, this length scale corresponds in
SI units to approximately 10−35m. Using our mass-length conversion above, we can convert
this to an energy scale of about 1019GeV. Henceforth, I will re-suppress powers of c, to reduce
notational baggage.

Newtonian physics gave us the gravitational force law arising from the Newtonian po-
tential Φ(~r),

m~a = −m~∇Φ , (14.12)

where
~∇2

Φ = 4πGNρ . (14.13)

For a point particle the mass density ρ is

ρ = mδ3(~x) , (14.14)

and this gives the familiar Newtonian potential solution

Φ(~x) = −GNm

|~x| . (14.15)

Now suppose that we want to upgrade this to a relativistic scalar theory of gravity,
which for lack of typing energy I will refer to as RSG. What would we write down for the
action principle? We would need to have a kinetic energy for the scalar field Ψ. We want
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something that is (a) relativistically invariant and (b) as simple as possible but no simpler.
This specifies

Skin =
1

8πGN

∫
dDx ∂µΨ∂µΨ , (14.16)

where the field Ψ has been normalized according to gravitational convention.11 How about
the interaction term between gravity and matter? The only scalar source we generically have
lying around in a relativistic theory is the trace of the energy-momentum tensor, T µµ, so we
write

Sint = −
∫
dDx ΨT µµ . (14.17)

The constant of proportionality here has been chosen relative to the kinetic term in order to
reproduce the Newtonian limit correctly. To make our action complete, we need to include
the kinetic terms for the matter fields as well,

Scombo = Skin + Sint + Smatter . (14.18)

The simplest case to consider is when the matter is a free relativistic point particle.
Using our Sparticle above, we have

Smatter =

∫
dDxδD(x− z(λ))

∫
dλ

1

2

[
e−1(λ)

.
z2(λ) + e(λ)m2

]
. (14.19)

The combined action Scombo then gives three distinct equations of motion: one for the RSG
field Ψ(x), one for the relativistic particle z(λ), and one for the auxiliary field e(λ):

∂µ∂
µΨ(x) = −T µµ = −

∫
dλe−1(λ)

.
z2(λ)δ4(x− z(λ)) ,

d

dλ

[
e−1(λ) (1− 2Ψ)

.
zµ(λ)

]
= −e−1(λ)

.
z2(λ)∂µΨ ,

m2e2(λ) = (1− 2Ψ)
.
z2(λ) . (14.20)

How should we interpret these equations physically? First, notice how the third one is a
constraint, as expected from GR1: there are no second derivatives appearing anywhere. For
a massive particle, we can pick proper time gauge in which e−1(λ) = m; then

(1− 2Ψ)
.
z2 = 1 , (14.21)

which is a modification of the non-gravitational special relativistic result
.
z2 = 1. For a

massless particle, we can pick e−1 = 1; then

.
z2 = 0 (14.22)

for arbitrary RSG potential Ψ. So even at the level of the mass shell constraint, massless
particles are affected differently than massive ones in RSG. Next, consider the second equa-
tion in eq.(14.20). Since the einbein is constant for either massive or massless particles, it
drops out of this EOM, which is the RSG version of the weak equivalence principle. Finally,

11In QFT, we usually use a different convention with an overall 1/2 in front.
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let us stare at the first EOM in eq.(14.20). This just says that the relativistic Ψ field is
sourced by −T µµ, as expected: the mass density is a distribution.

The real physics kicker from an experimental perspective is contained in the second EOM
in (14.20). Look at the case of massless particles, where the RHS is zero. This equation says
that all components of the 4-momentum of a photon are equally affected by the presence of
Ψ. Even though the components of the 4-momentum of the photon are changed compared
to what they were without Ψ, the direction in which the photon is moving is unchanged! In
other words, RSG predicts zero bending of light. Intuitively, this happens because massless
particles have a traceless energy-momentum tensor. Remember: Newtonian gravity did give
rise to light deflection, if one used the ‘logic’ of the day of treating the massless case as the
m→ 0 limit of massive case. Unfortunately for Newton’s theory, its result for light bending
is also incommensurate with observations. But it gets closer than RSG to the correct answer!

Another important experimental test is planetary perihelion precession. If you work
through the details, which are tedious and inessential to our plot development, you find that
relativistic scalar gravity (RSG) gives −1/6 of the correct answer. So it not only misses the
magnitude by a factor of 6, it also gets the sign wrong: perihelion is retarded, not advanced.
This is a second excellent reason to junk the theory – and there are more. RSG will stay in
our trash can for the forseeable future.

14.2 Building a tensor theory of gravity

What else could we use to build a messenger field for gravity? Clearly, fermions would not
work, because fermions obey the Pauli Exclusion Principle and hence you can never build
up a big semiclassical fermion field. Spin one will not work either, because it is repulsive for
like charges (which are analogous to masses). This is the reason why Einstein then worked
for years on developing a spin-two tensor theory of gravity.

There is a long history of confusion about the right way to couple a spin-two tensor
theory of gravity to matter, which is basically everything else that isn’t gravity! Let us
give a very brief overview of the main advances in thinking on this subject. First, suppose
for simplicity that we have a Lorentz tensor hµν in Minkowski spacetime, where indices are
raised and lowered using ηµν etc, obeying

∂2hµν = 0 . (14.23)

This turns out to be a much less simple theory than appears at first glance, because it does
not even have positive-definite energy unless a consistency condition is imposed,

∂µ(hµν −
1

2
ηµνh

σ
σ) = 0 (14.24)

which later became known as the de Donder gauge condition. A physically related problem
is that there are too many helicity states to describe the graviton, which in D dimensions has
D(D − 3)/2 independent degrees of freedom, not D(D + 1)/2. The unwanted negative con-
tribution to the energy comes precisely from some of the unwanted helicities. To completely
remove all unwanted helicities requires a second condition as well,

hµµ = 0 . (14.25)
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To give you a hint of how this will be resolved: in full general relativity, these conditions
emerge very naturally from taking care of diffeomorphism invariance.

Now let us consider how to couple our prototype tensor theory of gravity to matter. If
we write an interaction Lagrangian, it will need to produce a rank-two tensor on the RHS of
the equation of motion for the tensor field. The only available object around to consider is
– you guessed it! – the energy-momentum tensor. So we try writing the tentative equation

∂2hµν = g1T
µν
matter , (14.26)

where g1 is some gravitational coupling constant which we will get straight later on. For
now, just focus on the properties of T µν . An important feature of the energy-momentum
tensor is that it obeys a conservation law, which is flat spacetime is

∂µT
µν = 0 . (14.27)

a bit more detail here

Suppose that our field equations can be written as

Dµν(h) = g1T
µν
matter . (14.28)

Then the wave operator acting on the tensor field must also be divergenceless,

∂µD
µν(h) = 0 , (14.29)

and this must hold off-shell, i.e., independently of the equation of motion. This is a form of
Bianchi identity. This seems quite satisfying, until you realize that it only guarantees conser-
vation of the energy-momentum tensor not counting any contributions that the gravitational
field itself might make to the energy-momentum tensor.

We know in our hearts that this cannot be true: it should be the total energy, count-
ing the matter and gravitational contributions, that should be conserved! So how should
we take this gravitational contribution into account? Suppose that we add a term in the
original Lagrangian to represent gravitational energy-momentum. Then that would require
a correction to the form of the energy-momentum tensor, which would correct the equations
of motion, and so forth order by order. Ergo, this coupling to matter of Fierz-Pauli spin-two
tensor gravity ends up requiring an infinite number of corrections.

Many famous physicists have contributed to solving this conundrum. Weinberg showed
that a quantum theory of a massless spin-two particle can have a Lorentz-invariant S-matrix
only if it couples to the total energy-momentum tensor. Deser showed that GR can be seen
as the result of adding precisely this infinite set of corrections. GR also possesses a gauge
symmetry from diffeomorphism invariance, and this is precisely enough to solve all the issues
we have encountered so far.

It is important to check whether or not our proposed tensor gravity equation reduces to
the Newtonian gravity equation in the Newtonian limit. We will suppress the explicit details
here, as they are very similar in spirit to what we already covered in GR1 about linearized
Einstein gravity when talking about tidal forces and about gravitational waves.

79



15 Origin of Einstein’s equations 2: the Einstein-Hilbert

action

15.1 Classical fields, covariant integration, and the divergence
theorem

When we study classical relativistic field theory, our dynamical variables are no longer
non-relativistic coordinates as functions of non-relativistic time qa(t), but instead classical
fields as functions of all D spacetime coordinates Φa(xµ). Here, a denotes an arbitrary tensor
index structure, which must be specified separately for each distinct classical field that we
study (e.g. Higgs, electron, photon). Varying an action involving at most first derviatives

S[Φa] =

∫
dDxL (Φa, ∂µΦa) , (15.1)

where L is the Lagrange density, gives the Euler-Lagrange equations

∂L

∂Φa
− ∂µ

(
∂L

∂(∂µΦa)

)
= 0 . (15.2)

These equations are correctly written in terms of partial derivatives. In order to uncover
the covariant versions of these equations, we need to think about how to define a covariant
measure for integration in curved spacetime.

To start, let us notice that taking the determinant of the metric tensor transformation
law gives

det(gµν(x
′)) =

∣∣∣∣∂x′∂x

∣∣∣∣−2

det(gµν(x)) . (15.3)

This establishes det(gµν) as a tensor density of weight −2. Let us rename√
− det(gµν(x)) ≡ √−g . (15.4)

So how do we write covariant integrals in spacetime? Notice that the näıve volume element
dDx = dx0dx1 . . . dxD−1 in an arbitrary coordinate system will certainly not work. This is
clear even for flat spacetime in spherical polar coordinates, where we already know from
experience that dtdrdθdφ is not the correct answer. Instead, we expect r2 sin θ dtdrdθdφ.
This differs from the näıve product of infinitesimals by a multiplicative factor of

√−g =√
−(+1)(−1)(−r2)(−r2 sin2 θ) = r2 sin θ. Because

√−g is a tensor density of weight −1,
the quantity

dDx
√
−g(x) (15.5)

is an invariant integration measure for any coordinate system. Accordingly an integral of a
scalar field φ(x) over all spacetime would look like∫

dDx
√−g φ(x) , (15.6)

and this would be invariant under diffeomorphisms.

80



A mathematical theorem that physicists use a lot is the Divergence Theorem. Here,
we need to find a version of it that works in curved spacetime, because it will be helpful
soon when deriving Einstein’s equations. This involves thinking about codimension one
submanifolds of the full spacetime manifold we have been working with since last semester.

To begin, consider the following cute little identity for the partial trace of the Christoffel
connection coefficients. It will be useful in a minute, so let us highlight it now:

Γλλν =
1√−g∂ν

(√−g) . (15.7)

The proof of this equation is pretty straightforward starting from your GR1 knowledge, and
I recommend doing so for fun. It helps us relate the covariant divergence of a vector to an
expression involving partial derivatives,

∇µV
µ = ∂µV

µ +
1√−g
(
∂µ
√−g

)
V µ (15.8)

=
1√−g∂µ

(√−gV µ
)
. (15.9)

Our next step is to introduce the concept of the induced metric. To see how this arises
in the context of the divergence theorem, let us follow part of §2.14 of HEL. Consider a set
of coordinates xα on our M -dimensional spacetimeM, and a subspace of it N of dimension
N < M parametrized by yµ coordinates. The submanifoldN is defined via the M parametric
equations

xα = xα(yµ) . (15.10)

Neighbouring points separated by dyµ give a coordinate separation dxα = (∂xα/∂yµ)dyµ, so
that

ds2 = hµνdy
µdyν , (15.11)

where

hµν = gαβ
∂xα

∂yµ
∂xβ

∂yν
(15.12)

is the induced metric on the subspace. Treating this subspace as a manifold in its own
right gives a volume element of

√
|h|dNy. The above equation (15.12) must be satisfied if

any given smaller-dimensional manifold can be embedded in a bigger-dimensional manifold.
Using the above knowledge, the divergence theorem can then be written, for any

vector field V µ on D dimensional spacetime M, as∫
M

(∇µV
µ)
√−gdDx =

∫
∂M

nµV
µ
√
|h|dD−1y (15.13)

where nµ is the unit normal to the boundary ∂M. Note that in our signature convention,
this normal should be chosen outward-pointing if it is spacelike, and inward-pointing if the
boundary is timelike. It is normalized as nµn

µ = ±1, with −1 for spacelike surfaces and +1
for timelike surfaces.

Suppose that you have a codimension one hypersurface Σ, and that it has a unit normal
nµ. The induced metric on Σ by gµν can also be written as

hµν = gµν − n2nµnν . (15.14)
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Note that hµνn
ν = 0, so that the induced metric can be used to project tensors onto the

hypersurface Σ. One physically interesting question to as ask is how the normal vector nµ

varies across the manifold. It is traditional to define

Kµν ≡ h α
µ h

β
ν ∇(αnβ) , (15.15)

which is known as the extrinsic curvature or the second fundamental form. If we take
nµ to define a vector field, then

Kµν =
1

2
Lnhµν . (15.16)

The trace of the extrinsic curvature K is defined as

K ≡ hµνKµν , (15.17)

and this will be used soon as well.
We noted above that in curved spacetime the combination dDx

√−g is invariant under
coordinate transformations. If the curved spacetime action can be written in terms of fields
and their first derivatives only,

S =

∫
dDxL =

∫
dDx
√−gL(Φa,∇µΦa) (15.18)

where L is a scalar rather than a scalar density like L , then the Euler-Lagrange equations
can be recast in the more covariant-looking form

∂L

∂Φa
−∇µ

(
∂L

∂(∇µΦa)

)
= 0 . (15.19)

In these equations for the general classical field Φa, a refer to a generic set of tensor indices.
To see how this arises, we follow part of §19.4 of HEL. Consider

δS =

∫
dDx
√−gδL

=

∫
dDx
√−g

{
∂L

∂Φa
δΦa +

∂L

∂∇µΦa
δ(∇µΦa)

}
=

∫
dDx
√−g

{
∂L

∂Φa
δΦa +

∂L

∂∇µΦa
∇µ(δΦa)

}
(15.20)

because δ commutes with ∇µ. Then

δS =

∫
dDx
√−g

{
∂L

∂Φa
δΦa +∇µ

(
∂L

∂∇µΦa
δΦa

)
−∇µ

(
∂L

∂∇µΦa

)
δΦa

}
=

∫
dDx
√−g

{
∂L

∂Φa
−∇µ

(
∂L

∂∇µΦa

)}
δΦa +

∫
dDx
√−g∇µ

(
∂L

∂∇µΦa
δΦa

)
.(15.21)

Now we can use the divergence theorem to see that as long as the fields have zero variation
on the boundary ∂M,

δΦa|∂M = 0 , (15.22)
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then the equations of motion are as promised,

∂L

∂Φa
−∇µ

(
∂L

∂∇µΦa

)
= 0 . (15.23)

Let us now mention a brief aside. The permutation tensor density can be defined
for orientable manifolds, and it sometimes makes an appearance in the action for a matter
field living in spacetime. E is the permutation symbol that we had already defined for flat
Minkowski space. Can we make a covariant version of this? The answer is yes. To see how,
consider the formula for the determinant of some D ×D matrix with components Mµ

ν ,

E01...d(detM) = Mµ0
0M

µ1
1 . . .M

µd
dEµ0µ1...µd . (15.24)

Taking the matrix to be

Mµ′

ν =

(
∂xµ

′

∂xν

)
, (15.25)

and assuming that M is invertible for our general spacetime, gives

Eµ′0...µ′d =

∣∣∣∣∂x′∂x

∣∣∣∣Eν0...νd ∂xν0∂xµ
′
0
. . .

∂xνd

∂xµ
′
d

(15.26)

So it almost transforms like a tensor but not quite: it has an overall |∂x′/∂x|1 left over,
i.e., it is a tensor density of weight 1. Using our previous equation for the transformation
property of

√−g, we have that the object

εµ′0...µ′d ≡
√−g Eµ′0...µ′d (15.27)

transforms like a proper tensor. This means that we can now define its upstairs version
εµ0...µd by raising the indices in the usual way. Doing this, we find that

εµ
′
0...µ

′
d ≡ 1√−gE

µ′0...µ
′
d (15.28)

indeed transforms like a proper tensor. This animal is known as the Levi-Civita tensor.

15.2 Building an action principle for gravity

How about an action principle for tensor gravity, then? The first thing we are going to need
in order to find dynamical equations is derivatives of the classical field in question, namely
the metric tensor. If we assume a torsion-free connection, then the covariant derivative of
the metric is identically zero, so we cannot use that to make something like ∇µ∇νgµν . A
smarter idea is to think about whether we already have a suitable object lying around that
has covariant derivatives of the metric in it. One such creature is the Riemann tensor. But
that is obviously not suitable for integrating as it is not a spacetime scalar. However, the
Ricci scalar is a rank (0,0) tensor, so let us pick that. Since R is a function of all the
spacetime coordinates, it does not give an action that is invariant under diffeomorphisms
unless we integrate it covariantly over all spacetime. Fortunately, we recently learned how to
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do covariant integration by using the covariant measure dDx
√−g. Putting these thoughts

together gives the Einstein action

S1 =
1

16πGN

∫
dDx
√−g R . (15.29)

There is another even simpler invariant that is also allowed, which is proportional to the
cosmological constant Λ,

S2 =
Λ

8πGN

∫
dDx
√−g . (15.30)

This one does not involve any derivatives of the metric tensor, so it will not be able to provide
the gravitational analogue of a kinetic energy functional. But the cosmological constant
affects the evolution of the cosmos in very fundamental ways, and is certainly allowed by
diffeomorphism invariance, so we should include it in our effective action for later. We write

Sgrav = S1 + S2 =
1

16πGN

∫
dDx
√−g (R− 2Λ) . (15.31)

So our candidate action has two terms, one involving the Ricci scalar and the other
involving the cosmological constant,

SEH =
1

16πGN

∫
dDx
√−g (R− 2Λ) . (15.32)

If you like, you can think of the first term as a bit like a kinetic energy density and the second
as a bit like a potential energy density. The above action is known as the Einstein-Hilbert
action.

We can use dimensional analysis to estimate how big correction terms to the Einstein-
Hilbert action might be. For instance, consider a term of the form

S3 =
1

α3

∫
dDx
√−g R2 (15.33)

In order to get the dimensionful coupling constant α3, we use the only length scale in the
problem: `P . Now, our Einstein-Hilbert kinetic term was of order `2−D

P , and that was needed
because of the D powers of length in the integration measure and the two derivatives used
in forming Riemann from the spacetime metric. Therefore, α3 has two extra powers of `2

P

compared to the Einstein-Hilbert coupling, making it much smaller because typical Riemann
curvature length scales must be much larger than `P for spacetime to be classical. This all
happens because gravity is a very weak force – it is the weakest force in the universe.

From the perspective of QFT, however, GR will turn out to be a sick theory. It is
nonrenormalizable, with a dimensionless coupling constant that grows as GNE

D−2 where
E is the typical energy scale. This means that we cannot trust GR in the UV and would
need a theory of quantum gravity to address its physics. We will say a little bit about this
right at the end of the course.

One final note about the Einstein-Hilbert action for tensor gravity – the fact that light
and gravity move at the same speed is baked into it. In order to obtain a theory of gravity
that has a different speed than light, we would have to recruit additional fields and physical
complications. For example, having different light cones for propagating spin one and spin
two classical waves requires two metric tensor fields.
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16 Origin of Einstein’s equations 3: deriving the field

equations

OK – so we have obtained a plausible action for the gravitational field itself. But in order for
our story to be physically interesting, the gravitational field must be coupled to matter fields
living in spacetime, like the electromagnetic field and everything else that feels gravity. The
minimal coupling recipe consistent with general relativistic coordinate invariance teaches
us to replace

dDx → dDx
√−g , (16.1)

∂µ → ∇µ , (16.2)

ηµν → gµν . (16.3)

Our examples will focus mostly on point particles and spin zero or spin one matter fields.
Students interested in how to take covariant derivatives of fermion fields will need to study a
different connection called the spin connection. We do not have time to mention that here.

16.1 Metric tensor variations

How will we find the variation of SEH w.r.t. the dynamical field in the problem, which is
gαβ(xλ)? We need to examine where all possible metric tensors might be hiding in the
diffeomorphism-invariant action. One insight that makes the algebra a bit easier is to vary
w.r.t. the upstairs components of the metric rather than the downstairs ones. We will proceed
looking to vary w.r.t. gαβ rather than gαβ. The physics has to be the same in the end, of
course.

A handy identity for metric variations can be obtained directly from the definition of
the upstairs (inverse) metric, as follows.

δ(gαµ) = δ(δαµ) = 0

= δ(gαβgβµ) (16.4)

= (δgαβ)gβµ + gαβ(δgβµ) . (16.5)

Contracting with gαν and using symmetry of the metric gives

δgµν = −gµαgνβ(δgαβ) , (16.6)

which allows you to make a switch between δgµν and δgµν . Notice that the minus sign in
this switcheroo equation is not an error; it is essential. You cannot obtain the downstairs
variations from the upstairs ones merely by näıvely pulling down the indices with the down-
stairs metric, because they are not independent variables. The metric and its inverse must
always obey the definition equation gασgσβ = δαβ .

Let us examine the variation of the cosmological constant term w.r.t. the (upstairs)
metric first, because it is structurally simpler. This part of the Lagrangian is just

√−g
times a constant. So we need to know the variation of the determinant of the metric. To
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find this, consider the downstairs metric as a matrix M with eigenvalues {λi}. Then we have

det(M) =
∏
i

λi = exp

(
log
∏
i

λi

)
= exp

(∑
i

log λi

)
= exp (Tr(logM)) . (16.7)

Taking the variation of this w.r.t. M gives

δ(detM) = detM δ (Tr(logM)) (16.8)

= detM Tr (δ(logM)) (16.9)

= detM Tr
(
M−1δM

)
. (16.10)

so that
δ(detM)

(detM)
= Tr

(
M−1δM

)
. (16.11)

Here, detM = (−g), so that

δ(−g)

(−g)
= +gαβδgαβ (16.12)

= −gαβδgαβ , (16.13)

where in the second step we used the switcheroo formula from earlier. We can see immediately
that this implies the formula we need:-

δ
√−g = −1

2

√−g gαβ δgαβ . (16.14)

So we have that

δ

(
1

16πGN

∫
dDx
√−g(−2Λ)

)
=

1

16πGN

∫
dDx
√−g (+Λgαβ) δgαβ . (16.15)

This takes care of the variation of the cosmological constant term. All the action from this
part comes from the variation of

√−g.

16.2 Ricci tensor variations

Now, how about the term involving the complete contraction of the Riemann tensor? We
need to know the variation of this part of the action under a variation in the field variable
gαβ,

δ

(
1

16πGN

∫
dDx
√−gR

)
(16.16)

= δ

(
1

16πGN

∫
dDx
√−ggαβRαβ

)
=

1

16πGN

∫
dDx

[
(δ
√−g)gαβRαβ +

√−g(δgαβ)Rαβ +
√−ggαβ(δRαβ)

]
. (16.17)
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We know what to do for the first two terms already, but the third one is new.
To make progress with the third term here, we need a new identity, which is known as

the Palatini identity,
δRσ

µνρ = −2∇[µδΓ
σ
ν]ρ . (16.18)

The most straightforward way to prove this identity is to consider a change from one affine
connection to another,

Γρµν → Γ̃
ρ

µν = Γρµν + τ ρµν , (16.19)

and use the definition of Riemann in terms of Christoffels to see that

R̃
σ

µνρ(Γ̃) = Rσ
µνρ(Γ)− 2∇[µτ

σ
ν]ρ − 2τσ[µ|λτ

λ
|ν]ρ , (16.20)

(Check this algebra for yourself if you would like to understand where the result came from.
Remember that we take the torsion tensor T λµν to be zero throughout this course.) Therefore,
to first order in small variations,

− δRρ
µλν = ∇λ(δΓ

ρ
νµ)−∇ν(δΓ

ρ
λµ) . (16.21)

Notice that this is a true tensor equation, because we are dealing with the difference of two
affine connections. Recall also that the connection is metric-compatible and torsion-free.

16.3 Surface terms

We are almost ready to compute the total variation of the gravitational (Einstein-Hilbert)
action, but there is a significant subtletly to which we first need to attend, involving surface
terms. We have so far that

δSEH =
1

16πGN

∫
dDx

{
(δ
√−g)gαβRαβ +

√−g(δgαβ)Rαβ

+
√−g gαβ(δRαβ)− 2Λδ(

√−g)
}

(16.22)

=
1

16πGN

∫
dDx

{√−g(−1

2
gαβR +Rαβ + Λgαβ

)
δgαβ

+
√−g gαβ

[
∇λ(δΓ

λ
βα)−∇β(δΓλλα)

]}
(16.23)

The terms in round parentheses are looking very promising for giving the left hand side of
Einstein’s equations, which is what we are driving at obtaining.

For now, we have one more piece of physics to tie up with a neat bow, before we can
produce the equations of motion. We have to look more carefully on what is going on with
the total derivative terms. So let us focus on the last gnarly looking terms in the above action
variation, involving covariant derivatives of the variations of the Christoffels. We have

δSgnarly =
1

16πGN

∫
dDx
√−ggαβ

[
∇λ(δΓ

λ
βα)−∇β(δΓλλα)

]
(16.24)

=
1

16πGN

∫
dDx
√−g∇λ

[
gαβ(δΓλβα)− gαλ(δΓσσα)

]
. (16.25)
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Note that here we used (i) relabelling of two sets of dummy indices and (ii) the fact that the
connection is metric-compatible. The above gnarly action variation can be written in the
following form

δSgnarly =
1

16πGN

∫
dDx
√−g∇λv

λ , (16.26)

where
vλ = gαβδΓλαβ − gαλδΓσασ (16.27)

where we used the symmetry property of the Christoffel connection coefficients. What is
our next step? We need to know how the variations in the Christoffels are related to those
for the original dynamical fields in the action, the metric tensor gαβ(xλ). These variations
can be obtained (with some algebra) from our formula for the Christoffels in terms of metric
components, and our formula for the upstairs variations in terms of the downstairs variations.
The result is

δΓσαβ = −1

2

[
gλα∇β(δgλσ) + gλβ∇α(δgλσ)− gαλgβρ∇σ(δgλρ)

]
. (16.28)

A bit of algebra then yields

vλ = gαβ∇λ(δgαβ)−∇σ(δgλσ) , (16.29)

We can now use the Divergence Theorem to rewrite the variation as an integral over a surface
of codimension one.

The result for the total variations of the total gravity action is

δSEH =
1

16πGN

∫
M
dDx

{√−g(−1

2
gαβR +Rαβ + Λgαβ

)
δgαβ

+
1

16πGN

∫
∂M

ddxnλ
(
hαβ∇λ(δgαβ)−∇σ(δgλσ)

)
, (16.30)

Now we come to the key physics point. We want to produce the Einstein equations by
requiring that the total (gravity + matter) action be stationary under arbitrary variations
of the metric which vanish on the boundary,

δgαβ
∣∣
∂M = 0 . (16.31)

If this holds, then those field variations are constant on the boundary, and so the covariant
derivative projected onto the boundary directions must vanish, so the second of the offending
terms above in the action variation will drop out. We are however left with one remaining
offending term which does not vanish by virtue of any identity for our torsion-free spacetime
with a metric-compatible connection.

This physical subtlety might not seem like much, but it is in fact pretty darned important.
It requires that we add an additional term to the gravitational action, which is a surface
term, designed in exactly such a way as to cancel out this offending boundary term that we
have left over. This can be done by observing that the trace of the extrinsic curvature is the
relevant object, using the identities

δK = δhµν∇µn
ν + hµνδΓ

ν
µρn

ρ , (16.32)

88



and

δK|∂M = −1

2
nλhµσgµαgσβ∇ρ(δg

αβ) . (16.33)

Therefore, what we need to do in order to cancel off the offending piece in the surface
terms and make the GR initial value problem well-defined is to add a surface term to Einstein-
Hilbert,

∆SEH =
1

8πGN

∫
∂M

ddΣK, (16.34)

where the precise coefficient is chosen so as to cancel that offending term. The result of all
this sweating bullets over details is that we obtain the full Einstein-Hilbert action, including
boundary terms,

Sgrav =
1

16πGN

∫
M
dDx
√−g(R− 2Λ) +

1

8πGN

∫
∂M

ddΣK . (16.35)

16.4 The gravitational field equations

Let us now inspect the matter action,

Smatter =

∫
dDxLmatter . (16.36)

The variation of this action will be

δSmatter =

∫
dDx δLmatter =

∫
dDx

1

2

√−g Tµν δgµν , (16.37)

where we have defined the dynamical energy momentum tensor via

Tαβ ≡
2√−g

δLmatter

δgαβ
. (16.38)

Finally, we are now in a position to put together all the ingredients and obtain Einstein’s
equations. We have

δStotal = δSgrav + δSmatter (16.39)

=
1

16πGN

∫
dDx

(
−1

2

√−ggαβR +
√−gRαβ +

√−gΛgαβ

)
+

∫
dDx

(
+

1

2

√−gTαβδgαβ
)

(16.40)

=
1

16πGN

∫
dDx
√−g

(
Rαβ −

1

2
gαβR + Λgαβ + 8πGNTαβ

)
δgαβ . (16.41)

Since the variation of the total action must be zero for arbitrary functional variations
δgαβ(xλ), it follows that

Rαβ −
1

2
gαβR + Λgαβ = −8πGN

c4
Tαβ . (16.42)

These are Einstein’s famous equations of motion for General Relativity.12

12I put back the powers of c temporarily. You can find them again lickety split by dimensional analysis.
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17 Alternative theories 1: extra dimensions

17.1 Visualizing extra dimensions and experimental limits

How do we visualize these extra dimensions of space, exactly? Like most mere mortals,
I imagine higher dimensional physics by using projections, like when a MRI/CT scanner
takes images of 2D slices through the body and a computer then knits the slices together to
produce a pretty 3D image that is useful for deciding next steps for medical care.

Thinking about the case of fewer space dimensions provides a very useful warm-up
before venturing mentally into extra dimensions. Imagine that you were a 2D creature, a
Flatlander. Did you know that in such a world you could not have a gastrointestinal tract?
Try to draw one on a piece of paper: you will see that it would literally cut you in half!
Or consider the plight of a circle of variable diameter inside a square box of fixed size in a
plane. The poor circle could not grow beyond the confines of the box if it stayed in 2D. But
if there were a third spatial dimension available to it, it could lift up, grow a bit, set down
again, and reach its goal of being bigger than the square in the 2D plane. Similarly, in more
than 3D of space, you can smoothly undo a knot in a rope without having to cut the rope.

An analogy often used is that of an ant on a telephone wire. From very far away, the
wire diameter cannot be resolved, and all you see is the big/extended dimensions of the wire.
But close up, if you had the resolving power, you could see the curled-up extra dimension.

When we use our human senses, we see four dimensions: one of time, three of space. But
how do we know that our universe is 4D right down to the smallest scales deep inside the
heart of a black hole, or during the Planck/inflationary epoch in the very early history of our
cosmos? The short answer is: we don’t! What we do have is limits on how big theoretically
possible extra dimensions might be in our universe today, based on a variety of experiments,
including particle colliders and extremely cleverly designed tabletop apparatus.

Experimental limits on extra dimensions depend on whether they are universal extra
dimensions (UEDs) in which everyone can play, or gravity-only extra dimensions (GOEDs)
in which only gravity can play. For UEDs, the fact that we have not seen them yet in the
LHC means that they must be smaller than about 10−19m. For GOEDs, they must be smaller
than about half the width of a human hair. GOED limits are so weak because gravity is by
far the weakest force between any two subatomic particles like e− or p+ or γ.

Can we have extra dimensions of time, as well as extra dimensions of space? The answer,
to the best of my knowledge, is no. Theoretical physicists have worked out what classical
physics might look like in a theory with more than one timelike dimension as well as with
more than three spacelike dimensions, but afaik nobody has convincingly made sense of the
quantum theory. For starters: if we had two timelike coordinates t1 and t2, which one would
we use in the Schrödinger equation: ∂/∂t1 or ∂/∂t2? Accordingly, for the remainder of this
discussion, we will stick with extra spatial dimensions only.
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17.2 EM and Newtonian gravity in higher dimensions

In D = d+ 1, the form of Maxwell’s equations for Fµν that we studied in GR1 is the same as
in D = 3 + 1, because the action principle is the same,

∇µFµν = Jν , εµνλσ∇µFνλ = 0 . (17.1)

We can easily find the electrostatic potential ΦE associated to a stationary point charge qE
in flat Minkowski spacetime by recruiting Gauss’s law,

~∇2
ΦE = −ρE . (17.2)

Since we have spherical symmetry about the location of the point charge, integrating this
Poisson equation is straightforward,

ΦE =
qE

(d− 2)Ωd−1rd−2
, (17.3)

where the volume of the unit (d− 1)-sphere Sd−1 is given by

Ωd−1 =
2πd/2

Γ(d
2
)
. (17.4)

We can work out values of Ωn for specific n by using the fact that Γ(x+1) = xΓ(x) for x > 0
and Γ(1

2
) =
√
π. We get a sphere volume of 2πR in d = 2, 4πR2 in d = 3, 2π2R3 in d = 4,

etc. Notice how in d > 3 we have a Coulomb potential (17.3) falling off faster than 1/r.
How about the Newtonian gravitational potential ΦG associated to a point mass mG in

D = d+ 1 dimensions? In the units we have been using, ΦG obeys a Poisson equation

~∇2
ΦG = +4πGDρM , (17.5)

where ρM is the mass density and GD is the D = d+ 1 dimensional Newton constant. Note
the + sign indicating attractiveness of gravity. By direct analogy to the electrostatic case,
the solution is

ΦG = − 4πGDmG

(d− 2)Ωd−1rd−2
, (17.6)

where mG is the gravitational mass. In d = 3, this gives back the familiar ΦG = −G4mG/r.
An interesting fact about orbits in such long-range Newtonian gravitational potentials is

that perturbed orbits are unstable in higher dimensions. This happens because the character
of the differential equations for 1/rd−2 potentials in d > 3 is qualitatively different than for
the 1/r case in d = 3. So it is just as well for us that we live in an apparently 4D universe!
Our solar system, galaxies, and cosmos would be quite different if we lived in a universe with
more large dimensions of spacetime beyond the four we are familiar with.

A quick note about Planck units. As you can easily check via dimensional analysis, in
any dimension, the D-dimensional Planck length `D can be defined via

`d−2
D ≡ ~GD

c3
. (17.7)
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17.3 The Kaluza-Klein energy gap

Suppose that we have a 5D spacetime with four non-compact directions x0, . . . , x3 and a
fifth compact spatial dimension x4 rolled up on a circle, M5 =M4 × S1. At every point in
our spacetime manifold M4, there is a circle pointing in an orthogonal (and as yet unseen)
direction of space.

I once heard Sir Roger Penrose claim in front of a high powered group of physicists and
astronomers at Stephen Hawking’s 60th birthday conference that all theories of gravity with
extra dimensions are ridiculously wrongheaded. I could see the flaw in his combative logic
during his talk, but I was too worried about surviving in the field if I challenged one of
the grand old men of relativity with a pluty British accent as a young untenured non-man
with a non-fancy Kiwi accent. So I chickened out of destroying his entire premise with one
startlingly simple question at the end. Let me explain.

In a nutshell, his logic went as follows. Imagine that we have a matter field coupled to
gravity like a scalar or vector field. Then at every point in our 4D spacetime, we could tickle
the 5th dimension with an infinitesimal amount of energy in that field. Then if we multiply
this infinitesimal energy in the 5th dimension by the gigantic volume of 4D spacetime, we will
get an extremely big total energy, which would then gravitationally collapse to a universe-
sized black hole. His conclusion was that any higher-D theory of gravity is unstable to
collapse in this fashion. He was dead wrong, because he was thinking classically.

Quantum mechanically, we cannot make an arbitrarily small excitation in the extra
dimension! Instead, there is a Kaluza-Klein energy gap, which behaves like a toll gate
for playing in the extra dimension. To see why this happens, we need only recall that
all microscopic objects have wave-like behaviours as well as particle-like ones. To explore
a curled-up extra dimension, they must fit an integer number of [de Broglie] wavelengths
around the circumference of the circle of radius R,

nλ = 2πR , n ∈ N . (17.8)

This is necessary, otherwise the wavefunction would end up cancelling itself out overall,
telling you that the object is not allowed to play in there after all. For ease of exposition,
let us pick a massless particle like a photon, for which E = hc/λ. Then

En =
~c
R
n . (17.9)

Modes with higher n are called Kaluza-Klein modes and there is an infinite tower of them
available in principle. The minimum energy gap is therefore

∆E =
~c
R
. (17.10)

The smaller the curled-up extra dimension, the more expensive the cover charge for playing
around in the extra dimension. How many KK modes get excited in any given physics
situation depends on how much energy is available, and how things interact. In the Planck
and inflationary epoch of the infant universe, there probably were extra dimensions excited.
Later on, the extra dimensions must have stabilized and become too expensive to be accessed
from the standard hot Big Bang onwards. Stabilizing extra dimensions is not easy technically.
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We need not restrict ourselves to having only one extra dimension. We could write more
generally MD = M4 × KD−4. Once multiple extra dimensions are allowed, the story of
working out the KK mode-ology gets more involved, because it depends not only on the size
of the compact manifold K but also on its shape. When higher-dimensional objects known
as strings and [mem]branes are available rather than just point particles, these extended
objects can do something brand-new: they can wind around extra dimensions an integer
number of times, giving rise to winding modes as well as KK modes. I have no room
to give any details here, except to mention one key formula that helps us understand the
relationship between the higher-dimensional Newton constant GD and our four-dimensional
one G4. It is

GD

G4

= Vol(K) , (17.11)

or equivalently in terms of Planck lengths,

`2
D

`2
4

=
Vol(K)

`D−4
D

. (17.12)

This teaches us that the higher-dimensional Planck length `D can be larger than our 4D
Planck length `4, as long as the volume of the compact manifold is large in higher-D Planck
units. So quantum gravity might be more accessible than we thought if there are large extra
dimensions! Imagining how this might manifest experimentally was all the rage in the late
1990s when I was a senior postdoc.

17.4 Kaluza-Klein reduction

Einstein tried for years to unify gravity and electromagnetism. These two interactions are
both long-range forces with inverse square laws and massless messenger bosons, so unifica-
tion is not a completely wild idea. But s = 1 for the photon and s = 2 for the graviton,
and this is why gravitational forces between two masses are attractive while electromagnetic
forces between like charges are repulsive. (If we had a long-range interaction transmitted
by a massless s = 0 boson, it would also give rise to an attractive force.) Also, the number
of degrees of freedom of the graviton and photon do not match in arbitrary spacetime di-
mensions; it is an accident of 4D that they both have two physical polarizations in D = 4.
Furthermore, gravity and gauge theories are governed by different looking action principles,
so there is no a priori reason to believe that EM and gravity would be on the same footing.
Over eight decades ago, Kaluza and Klein figured out how to unify EM and gravity. They
did it at a price: introducing a new long-range scalar field for which there is no experimental
evidence thus far. Let us see a little bit of how this fascinating story works.

First, let us denote the index running over the d + 2 dimensions as µ̂ = 0, 1, . . . , d + 1,
and the index running only over the d + 1 dimensions as µ = 0, 1, . . . , d without any hats.
The hats signal the fact that we are talking about physics in the higher dimension, while the
no-hats signal that we are talking about physics in the lower dimension. Next, let us divide
up our spacetime coordinates {x̂µ̂} into {xµ, z}, where z ≡ x̂d+1 is the (d + 2)th coordinate
of the higher-D spacetime and {xµ} are the coordinates for remaining (d + 1) dimensions.
Our big physics input is that we will assume from now on that nothing depends on z. This
is called making a consistent truncation [to the KK zero modes].
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Now, how should we split up the spacetime metric, a rank (0, 2) tensor ĝµ̂ν̂(x̂
σ̂), in an

analogous way to how we split up µ̂ into xµ and z? We get four distinct types of components:
ĝµν(x

σ), ĝµz(x
σ), ĝzν(x

σ), ĝzz(x
σ), and none of these depends on z. Let us focus on them

pretty hard for a minute. First, consider the ĝzz(x
σ) component. This does not have any µ

indices sticking out, and for this reason it is identified as a scalar field according to physicists
living in the lower dimension. How about the cross-terms? We have ĝµz(x

σ) and ĝzν(x
σ),

which have one µ index sticking out. Therefore, we should identify them with a vector field
in the lower dimension rather than a scalar. Lastly, we have the ĝµν(x

σ) which has two µν
indices sticking out, and so it will be related to the spacetime metric in the lower dimension.

The line element in the higher dimension dŝ2 can be parametrized in terms of a lower
dimensional line element ds2, a lower dimensional vector field Aµ, and a lower dimensional
scalar field χ,

dŝ2 = e2αχds2 − e2βχ (dz + Aµdx
µ)2 , (17.13)

where we are working in mostly minus signature. Here, the constants have been carefully
chosen to satisfy

β = (2−D)α , α2 =
1

2(D − 1)(D − 2)
. (17.14)

How will this decomposition of the spacetime metric affect the Einstein-Hilbert action
for the higher-dimensional theory? We had

SEH =
1

16πGD+1

∫
dD+1x

√
−ĝRĝ (+ surface terms) . (17.15)

It is rather a long slog to work through the entire computation of the Ricci scalar in the
spacetime metric above in (18.4). But the gist of it is this: because ĝµ̂ν̂ contains the lower-
dimensional metric gµν , and the lower-dimensional vector field Aµ, and the lower-dimensional
scalar field χ, all three of those fields will end up getting attacked by derivatives when the
Christoffels are calculated. Those will then feed through into Riemanns and Riccis and
the Ricci scalar, giving rise to second derivatives of both the scalar and the vector in the
resulting expression for R̂. Taking care of surface terms and integrations by parts takes a
bit of wrestling, but is well understood. After all the dust has settled, the result obtained is

1

16πGD+1

∫
dD+1x

√
−ĝRĝ

=
1

16πGD

∫
dDx
√−g

[
Rg +

1

2
(∂χ)2 − 1

4
e−2(D−1)αχF 2

]
. (17.16)

where
Fµν ≡ ∇µAν −∇νAµ . (17.17)

Notice how we have just obtained a pretty miraculous result! The higher-dimensional
Einstein-Hilbert action, for a spacetime metric which does not depend on xD+1, has beau-
tifully separated into the lower-dimensional Einstein-Hilbert action, an ordinary looking ki-
netic term for χ, and a new type of action for a field strength tensor for our vector potential
Aµ with an exponential coupling to χ. More generally, gauge field strengths arising from KK
reduction of higher-dimensional gravity involve couplings to the scalar fields parametrizing
the compactified space, like for our χ. The action we have presented is just for the KK zero
modes. If the KK gap were finite, there would also be an infinite tower of KK modes.

94



18 Alternative theories 2: examples

18.1 Scalar-tensor theories, and KK reduction

Before we introduced Kaluza-Klein theory, we had only considered a very limited range of
action principles for classical gravity coupled to matter fields:-

• the Einstein-Hilbert action for the spacetime metric,

SEH[gµν ] =
1

16πGN

∫
dDx
√−g

(
Rg − 2Λ

)
; (18.1)

• minimal coupling of the electromagnetic field to gravity

S[Aµ] =

∫
dDx
√−g

(
−1

4
F µνFµν

)
, Fµν = ∇µAν −∇νAµ ; (18.2)

• minimal coupling of a scalar field to gravity

S[ϕ] =

∫
dDx
√−g

(
1

2
∇µϕ∇µϕ− V (ϕ)

)
. (18.3)

When we introduced KK theory, we saw that generically a spacetime metric of pure Einstein
gravity in 5D with no dependence on the 5th spacetime coordinate can be broken down into
a 4D spacetime metric, a gauge field, and a scalar (sometimes known as the radion), all
functions of the remaining four coordinates,

dŝ2 = e2αχds2 − e2βχ (dz + Aµdx
µ)2 . (18.4)

Technically, we got a 4D gravity action that looked familiar because we very cleverly chose
the constants α, β in order to produce ordinary 4D gravity, coupled to a gauge field, and to
a scalar field with a particular exponential coupling to electromagnetism.

But what if we had chosen our constants differently, and the gravity part of our action
principle that we derived for 4D had ended up looking something more like

S[gµν ] =?

∫
d4x
√−g

(
f(χ)Rg

)
, (18.5)

where f(χ) is some function of χ, like an exponential, but not of its derivatives. Then
from this weird-looking action it is possible to do a multiplicative transformation of the
spacetime metric by a carefully chosen function of χ to produce a new metric tensor, in terms
of which the action for gravity turns out to look familiar again. But since χ depends on
spacetime coordinates, doing this χ-dependent rescaling of gµν comes at a price: it introduces
derivatives of χ and results in a kinetic energy for χ as well as for the new metric in the
action. It also changes the inverse metric, by the opposite scaling, which feeds through
and alters the kinetic energies one writes down for matter fields, introducing exponential
couplings to χ. In either the original setup or the rescaled one, we do not just obtain
Einstein gravity minimally coupled to scalars or electromagnetism. Kaluza-Klein theories
really are qualitatively different from Einstein gravity minimally coupled to matter. It is
for this reason that we have a hope of distinguishing them experimentally from the more
quotidian Einstein gravity minimally coupled to matter.
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18.2 R-squared, Lovelock, Gauss-Bonnet, f(R), etc.

For a generic “R-squared” classical action for gravity, we would expect terms in the action
involving a complete contraction of Riemann with itself, a contraction of the Ricci tensor
with itself, and the Ricci scalar squared,

S =
1

16πGD

∫
dDx
√−g

(
Rg + η1R

µνλσRµνλσ + η2R
µνRµν + η3R

2
)
. (18.6)

The equations of motion following from this are

Rµν −
1

2
gµνR + 2η1RµλρσR

λρσ
ν + (4η1 + 2η2)RµλνσR

λσ − 4η1RµλR
λ
ν

− (2η1 + η2 + 2η3)∇µ∇νR + (4η1 + η2)�Rµν + 2η3RRµν

− 1

2
gµν
[
η1RαβρσR

αβρσ + η2RλσR
λσ + η3R

2 − (η2 + 4η3)�R
]

= −8πGDTµν . (18.7)

This is presented mainly to illustrate how much more complicated life can get once you start
including higher powers of curvature in your action principle. Just imagine how much worse
it will get if we also allow higher powers of curvature, or derivatives of curvature, or both!
Note: by dimensional analysis, we expect these higher curvature or higher derivative terms
in the corrected Einstein action will be suppressed by additional powers of the Planck mass
compared to the Einstein-Hilbert terms we already know and love.

Generically, there are some pretty serious problems with this general kind of equation of
motion, even at the classical level. First, we cannot evolve the equations of motion forward
if we know only the fields and their canonical momenta (involving first derivatives) on the
initial time slice, because the PDEs are now fourth order, not second order. In other words,
the character of the equation of motion describing gravity has qualitatively changed for R-
squared gravity, because it also requires knowledge of derivatives of the momenta on the
initial time slice.

There is however one class of higher curvature theory which has only second order PDEs
in arbitrary spacetime dimension, called Lovelock gravity discovered in 1971. It involves
antisymmetric contractions of Riemann taken to various powers. The zeroth power term
is the cosmological constant action, the first power term is the Einstein action, and the
“R-squared” piece involves

SGB[gµν ] =

∫
dDx
√−g

(
R2 − 4RµνRµν +RµνλσRµνλσ

)
, (18.8)

which is known as the Gauss-Bonnet action. It is a topological invariant in 4D, measuring
the Euler number divided by 8π2; in higher dimensions it is nontrivial.

How about the theory known as f(R) gravity? In 4D, this has action

Sf [gµν ] =
1

16πG4

∫ √−gf(R) , (18.9)

where R is the usual Ricci scalar of the metric gµν . Varying this action and defining ′ = d/dR
gives the equations of motion

f ′(R)Rµν −
1

2
gµνf(R) + [gµν�−∇µ∇ν ] f

′(R) = −8πGNTµν , (18.10)
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where the energy-momentum tensor is computed using the usual formula.

18.3 Supergravity, and gravity in the UV

Consider the ten dimensional action arising from taking the low-energy limit of Type IIA
string theory. This 10D action involves the “string metric” tensor13 Gµν , the Kalb-Ramond
field Bµν which is an antisymmetric tensor potential like the EM gauge potential but with one
more index, and the dilaton field Φ, as well as “Ramond-Ramond” matter gauge potentials
with one index Cν and three indices Cνλσ,

SA =
1

(2π)7g2
s l

8
s

∫
d10x

{√
−G

[
e−2Φ

(
RG − 4 (∇Φ)2 +

1

2.3!
HµνλHµνλ

)
+ fermions

− 1

2.2!
F µνFµν −

1

2.4!
F̃
µνλσ

F̃ µνλσ

]
+

1

2!4!4!
εµνλσαβγδξηFµνλσFαβγδBξη

}
,

(18.11)

where the K-R and R-R field strengths in the action14 are defined as

Fµν = ∇µCν −∇νCµ ,

Hµνλ = ∇µBνλ − (antisym) ,

Fµνλσ = ∇µCνλσ − (antisym) ,

F̃ µνλσ = Fµνλσ −HµνλCσ . (18.12)

The Einstein metric in which spacetime looks much more familiar is

gµν = e−Φ/2Gµν , ⇒ gµν = e+Φ/2Gµν . (18.13)

The Gµν ,Φ sector of the Lagrangian changes in this new Einstein frame to

Sgrav ⊃
1

16πG10

∫
dDx
√−g

(
Rg +

1

2
∇µΦ∇µΦ

)
, (18.14)

where
16πG10 = (2π)7g2

s`
8
s . (18.15)

Notice how the “wrong-sign” kinetic energy for Φ in the string frame turned into a “right-
sign” kinetic energy in the Einstein frame. This is not the only change that is produced by
rescaling the metric as above. Also, the self-contractions of the various field strengths are
altered, giving rise to exponential couplings of them all to the dilaton in the Einstein frame,
instead of only to the K-R field strength in the string frame.

In the above Type IIA supergravity (sugra) action, the relative coefficients, as well as
the form of the HC correction to F in F̃ and the εFFB term, are all fixed uniquely by
supersymmetry (susy). This qualitatively new kind of symmetry is an enlargement of the

13This is not to be confused with the Einstein tensor, which we will not mention in this chapter.
14The relative sign in the kinetic energy for the 3-index field strength term vs the 2- and 4-index field

strengths is not a typo: it follows from the mostly minus signature of spacetime.
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normal Poincaré symmetry (translations, rotations, boosts) to include fermionic counterparts
with fermionic parameters. The resulting sugra theory has a spin 3/2 fermion field Ψa

µ

known as the gravitino, and a spin 1/2 fermion λa known as the dilatino, where a is a spinor
index (like for a Dirac field) and µ is a spacetime index. Under susy, all the fields in the
action transform amongst each other but the action stays the same. There are sugra theories
with varying amounts of susy available in a wide variety of dimensions up to D = 11. Above
that dimension, when there is one timelike coordinate and the rest spacelike, the gravitino
simply has too many degrees of freedom to be matched by an equal number of massless
bosonic degrees of freedom. In general, the dimensionality of spinor representations grows
like 2D/2, which is faster growth than any tensor, which grows like a polynomial in D.

In the same way as a 1-index Maxwell gauge potential couples electrically to a point
particle, a 2-index gauge potential couples to a string, and in general a (p+ 1)-index gauge
potential couples to a p-brane. Magnetic couplings can be obtained if you first contract your
(p + 2)-index field strength with the 10D epsilon tensor density. This produces a dual field
strength with (8− p) indices, which comes from a dual gauge potential with (7− p) indices,
which couples to a (6− p)-brane. So the magnetic sibling to an electric p-brane is a (6− p)-
brane! e.g.: a fundamental string carries electric charge of the Kalb-Ramond field while a
NS5-brane carries magnetic charge of it. Similarly, the electric 0-brane has a magnetic 6-
brane sibling, and the electric 2-brane has a magnetic 4-brane sibling. These 0, 2, 4, 6-branes
are D-branes and they carry Ramond-Ramond charge. In 10D, the gravitational fields from
anything bigger than a 6-brane cannot give an asymptotically flat spacetime geometry.

How heavy are these various objects we are discussing?

• Fundamental relativistic strings are the lightest quanta in the theory when it is pertur-
bative with string coupling constant gs � 1. Relativistic strings of string theory are to
be contrasted with non-relativistic strings like violin strings, which have a mass density
µ and tension T , with wave speed cnon−rel =

√
T/µ � c. For relativistic strings, the

wave speed is crel = 1, so they are characterized by only one quantity rather than
two, µ = T . In the most commonly used set of string theory units [Polchinski], the
fundamental string tension is

TF1 =
1

2π`2
s

. (18.16)

Here, we have used the fact that a mass scale can be traded for an inverse length scale at
the cost of a factor ~c, which is unity here because we are using units where ~ = c = 1.
If you wish to restore factors of c or ~, all that is needed is simple dimensional analysis.

• D-branes of spatial dimension p, known as Dp-branes, which have tension

TDp =
1

(2π)pgs`
p+1
s

. (18.17)

Note how these have a tension that is nonperturbative in the string coupling: they are
heavy when string theory is perturbative, as compared to fundamental strings which
are light for gs � 1. On the other hand, if we crank up the coupling constant for string
interactions to the regime gs � 1, then in this regime it is the Dp-branes that are light
whereas the fundamental strings are much heavier!
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• NS5-branes, solitonic objects in string theory with tension

TNS5 =
1

(2π)5g2
s`

6
s

, (18.18)

which are even heavier than D-branes at weak coupling.

Notice how in our string frame, which has the spacetime metric that test strings feel, we
had a different gravitational action than the ordinary Einstein action. This different action
gives rise to qualitatively different field equations than for ordinary Einstein gravity. The
matter that we had, the R-R fields, coupled minimally to gravity with standard actions in
the string frame, even if gravity was more complicated. But in the Einstein frame, the tables
are turned. Here, the gravitational action and gravitational field equations look familiar –
but the matter is coupled nonminimally. So regardless of whether you pick the string frame
or the Einstein frame to do the analysis, this theory has genuinely different behaviour than
just Einstein gravity minimally coupled to gauge fields and/or scalar fields. So our Type IIA
sugra theory is also a true scalar-tensor theory of gravity.

Quantum mechanically, Einstein’s theory of gravity is not a renormalizable one: when-
ever you calculate quantum corrections to a classical gravity result, you will generate the
η1,2,3 coefficients even if they were not in your action classically speaking. You will also gen-
erate an infinite number of higher curvature and higher derivative terms in the action, and
the theory is not UV complete. Some higher derivative theories of gravity have been shown
to be technically renormalizable, but at a very high physical price: they have propagating
ghosts, field excitations of negative energy. This notion is inconsistent with experiment, but
it is also violently against our principles theoretically: if a quantum theory has propagating
ghosts, then the vacuum – which is supposed to be the maximally boring state of nothing
at all – becomes unstable to falling apart into those modes. If the vacuum is not stable, you
simply cannot do quantum field theory at all, game over. Gauss-Bonnet is ghost-free when
excitations about Minkowski spacetime or a few other highly symmetric backgrounds are
considered. In the 1980s it was believed that supergravity should have better UV properties
because the supersymmetry might afford some degree of protection against generation of
higher derivative corrections, and extended supergravities were held out as the best hope for
this. However, more recent research has not borne out this hope. The one UV completion
of Einstein gravity that I know about and trust is string theory, which amounts to a very
particular set of higher curvature and higher derivative corrections of the supergravity action
for low-energy modes of strings.

How about others kinds of gravity theories than the ones I mentioned? There are many!
Theoretical physicists like playing with theories, especially with an eye to seeing if they
can be ruled out by experiment. I should warn you if you want to dip into the litera-
ture that are all sorts of theories considered by classical gravity people which are poorly
motivated as quantum theories, several of them decades old. One such weird idea is that
physical constants in Nature might have varied over time through the evolution of the cos-
mos, for example the speed of light, or the fine structure constant. These models tend to
be pretty contentious among theoretical high-energy (particle and string) theorists, because
they require an extreeeeemely finely tuned mechanism to ensure that the variations in these
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fundamental physical “constants” are suuuuuper slow over time, so as not to clash with
known experimental constraints. There are no really good ways to believably explain such
a massive continuing fine tuning in the quantum theory, imho. But hey, you might discover
quantum gravity under a different lamp-post than the one I am currently looking under!
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19 Black hole thermodynamics 1: semiclassical

40+ years ago, theorists worked out a bunch of key facts about the physics of black holes.
They came to be codified as the laws of black hole mechanics, because they bear a striking
resemblance to the laws of thermodynamics familiar to us from studying heat engines.

Law Thermodynamics Black hole mechanics

Zeroth T constant over body in equilibrium κ constant over horizon of stationary BH

First dE = TdS+ work terms dM = κdA/(8πG) + ΩHdJ + ΦEdQ

Second δS ≥ 0 in any process δA ≥ 0 in any process

In this chapter we will sketch out the key ideas in the above table. For more details, a source
like Wald §12 may be consulted. Note: the “Third Law” of thermodynamics, S(T = 0) = 0,
is not actually a fundamental law of physics. It is more accurately described as a statement
about typical equations of state for known forms of matter. In the black hole context, the
“Third Law” does not apply for some types of black holes either, and this fact turned out to
be very important for understanding the statistical mechanical origin of black hole entropy.

19.1 Zeroth Law

The Zeroth Law of black hole mechanics is a story about the surface gravity. Intuitively,
the surface gravity κ for some astronomical object is defined as the gravitational acceleration
experienced at the surface of the object at its equator, including the effects of rotation.

Suppose that we have a null hypersurface N in our spacetime manifold. N is known
as a Killing horizon if there exists a Killing vector field ξµ defined in a neighbourhood of
the hypersurface that is normal to the hypersurface. Hawking and Ellis proved a theorem in
1972 showing that for stationary analytic asymptotically flat solutions of the vacuum Einstein
equations (like Kerr), the future [outer] event horizon is a Killing horizon. Later workers
found that this also works when gravity is coupled to a Maxwell field. How is this theorem
useful to physicists? Well, if N is a Killing horizon, then ξµξµ = 0 on N . Accordingly, the
gradient of the norm of the Killing vector ∇ν(ξ

µξµ) must be normal to N , which means that
it is proportional to ξν . So there must exist some function κ on N such that

∇ν (ξµξµ)|N = −2κξν . (19.1)

By recruiting the Killing equation ∇µξν +∇νξµ = 0, this formula becomes

ξν∇νξ
µ|N = κξµ . (19.2)

So we see that for a Killing vector field ξµ on a Killing horizon N , the surface gravity κ
measures the failure of the integral curves of ξµ to be affinely parametrized. One can also
show straightforwardly that

κ2 = −1

2
(∇µξν) (∇µξν) , (19.3)

and this is the form that is typically used to calculate the surface gravity.
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For the Kerr spacetime, the physically pertinent Killing vector ξµ turns out to be a
particular linear combination of the two Killing vectors corresponding to time translation
symmetry and axial symmetry,

ξµ =

(
∂

∂t

)µ
+ ΩH

(
∂

∂φ

)µ
. (19.4)

Knowing this, we can find the surface gravity,

κ =
1

2r+

=
µ

(r2
+ + a2)

. (19.5)

The thing that is fascinating about this formula is that it is uniform across the entire outer
event horizon. This is remarkable, because the Kerr black hole is not spherically symmetric!

If we redid the entire analysis for a Kerr-Newman black hole, which is not spherically
symmetric and has an even more complicated spacetime metric along with an electric field,
we would find that again the surface gravity is constant over the outer event horizon. This is
the origin of the statement that the Zeroth Law of black hole mechanics is the constancy of
the surface gravity over the event horizon of a stationary (and analytic) black hole solution of
Einstein-Maxwell theory. It is the direct analogue of the thermodynamic Zeroth Law stating
that the temperature is the same throughout a body in thermal equilibrium.

19.2 First Law

We studied rotating black holes in GR1, and saw that they are described by the Kerr metric.
In particular, we learned about the ergosphere, a region inside which gtt changes sign, and
the fact that the ergosphere sits outside the outer event horizon. We also learned about
the Penrose process, in which an infalling particle particle decays inside the ergosphere but
outside the event horizon. The upshot was that the Penrose process can be used to extract
a certain fraction (1 − 1/

√
2) of the energy from a rotating black hole, at the expense of

spinning it down.
One of the things we found while studying the Penrose process was a formula for the

area of the (outer) event horizon at r = r+,

A(r+) = 4π
(
r2

+ + a2
)

= 8πµ2

(
1 +

√
1− a2

µ2

)
, (19.6)

where in c = 1 units

µ ≡ G4M , a ≡ J

M
, r± ≡ µ±

√
µ2 − a2 . (19.7)

Suppose now that we consider an infinitesimal variation of the area δA, while keeping
the theory parameter G4 fixed.15 As you can find out for yourself straightforwardly, the
above formula for the area yields

δA =
8πG4

κ
(δM − ΩHδJ) , (19.8)

15As you probably recall from the pain of your first exposure to thermodynamics, it is very important to
be careful about what we hold fixed while taking infinitesimal variations in multivariable calculus!
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where κ is the surface gravity as defined earlier and the angular velocity at the horizon is

ΩH = ω(r+, θ) =
a

2µr+

, (19.9)

which is a constant independent of the polar angle θ.
Let us rearrange the formula for the area variation and write the constants suggestively,

and also quote its generalization for the charged rotating Kerr-Newman case,

δM =
~κ
2π
δ

(
A

4G~

)
+ ΩHδJ + ΦEδQ , (19.10)

where ΩH is the angular velocity at the horizon and ΦE is the electrostatic potential there.
This formula is reminiscent of the first law of thermodynamics, if we (a) recall that E = M
for an object at rest in units where c = 1, (b) interpret the second and third terms as
analogues of −pdV work terms, and (c) identify

TH ∝
~c

2πkB
κ , SBH ∝

kBc
3

4~G
A , (19.11)

where A is the area of the outer event horizon and κ is its surface gravity. Notice how we
have only motivated the general form of the black hole entropy and temperature – we have
not yet shown that the coefficients must be exactly as suggestively written here. It would
take a few more years before Stephen Hawking did his famous derivation of the quantum
temperature of a black hole and fixed the constants making proportionalities in the above
equations into equals signs.

The formula for TH carries the name of Stephen Hawking, who died in March 2018.
The credit for the formula for the entropy of a black hole SBH is shared equally with Jacob
Bekenstein, another giant of black hole theory who died in August 2015. The UK Royal
Mint issued a commemorative 50p coin in honour of Hawking, featuring the Bekenstein-
Hawking formula for the entropy of a black hole!

How big is the black hole entropy? The answer is: absolutely ginormous! For
example, suppose we had a solar-mass black hole. Then its entropy, suppressing the kB that
is traditional in chemistry, is SBH(M�) ∼ 4 × 1077. Such a black hole has a horizon area
approximately the size of the municipality of Chicago.

19.3 Second Law

One of the main things to notice about the Bekenstein-Hawking formula for black hole
entropy

SBH =
kBc

3

4~G
A (19.12)

is the fact that it depends only on (1/4 of) the area of the event horizon in Planck units.
This is to be contrasted with the behaviour of much more familiar thermodynamic systems
which have an entropy that is extensive in the volume, such as ideal gases where the particles
barely interact except insofar as to help establish thermal equilibrium. This fact that black
hole entropy scales like the area (not the volume) of the horizon has led various prominent
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theoretical physicists to speculate that there may be a holographic principle, which is the
idea that quantum gravity and quantum black hole physics can alternatively be described in
terms of a theory living in one lower dimension of spacetime which does not have gravity. This
speculation was made a lot more precise with the advent of the AdS/CFT correspondence
in late 1997, a very powerful new equivalence between quantum gravity in an asymptotically
anti de Sitter spacetime of given dimension and a non-gravitational theory in one lower
dimension possessing conformal symmetry. This AdS/CFT correspondence originated in
the context of string theory, but it is actually a much broader concept than that.

Classical general relativity requires that in any physical process, the area of the event
horizon of a black hole (or combo black hole after merging of two black holes) never decreases,

δA ≥ 0 . (19.13)

This has a direct analogue in regular thermodynamics, where we never see a situation with a
decrease in entropy. But what about the phenomenon of Hawking radiation? This signature
discovery in theoretical physics was derived in the context of the semiclassical approx-
imation, in which gravity is treated classically but matter fields are allowed to be fully
quantum mechanical. Hawking showed that a stationary black hole is not in fact stable, but
instead it decays weakly by emitting very cold Hawking radiation, which is mostly photons,
because these are the cheapest subatomic particle-antiparticle pairs to make when you have
a limited energy budget. How does this Hawking radiation happen?

Intuitively, we can understand Hawking radiation as arising from particle-antiparticle
pair production in the background of the classical black hole geometry. To see this, let us
step back even further, to thinking about the “vacuum”. What exactly is the vacuum, in
quantum theory? Näıvely, this quantum state is the most boring one of all, with absolutely
no particles or antiparticles in it. In fact, the true relativistic quantum vacuum is not simply
the state of no particles! Instead, it is filled with not just boring nothing-vacuum but also
virtual particle-antiparticle pairs, whose fleeting existence is allowed by the Heisenberg
Uncertainty Principle. The idea behind why this can happen is that if we commit an energy
crime so quickly that noone notices, within the uncertainties ruled by quantum mechanics,
then we get away with it! So, consider the event horizon of a black hole, which is the
boundary between forever-lost and not-lost quantum information.

Suppose that a particle-antiparticle pair is created and both of them are inside the
horizon. The black hole eats both, and this is boring. Suppose instead that a particle-
antiparticle pair is created and both of them are outside the horizon. This is also boring.
The reeeeeally interesting physics happens if one of the pair is created inside the horizon and
the other one is created outside. By momentum conservation, if the outside one is pointing
outwards, then the inside one is pointing inwards, and it gets gobbled up by the black hole.
The outside one can escape from the black hole if it steals enough energy from the classical
black hole spacetime to become a real particle rather than a virtual one, thereby reducing
the mass of the black hole by E/c2, where E is the energy of the emitted particle. By the
time this particle is redshifted out to infinity, it becomes what we call Hawking radiation.

So Hawking radiation must lead to a reduction in the area of the event horizon over time.
This would seem to indicate that we have made a huge mistake – how is it that the entropy
of the black hole has decreased, in apparent violation of sacrosanct physics principles? Jacob
Bekenstein showed, by carefully considering many types of Gedankenexperiments on black
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holes, that if you also counted the entropy of the emitted Hawking radiation, then the
Generalized Second Law is obeyed,

δStot = δSBH + δSHrad ≥ 0 . (19.14)

19.4 The black hole information problem

Stephen Hawking proposed in 1974-5 that black holes eat quantum information. How on
earth did he come to this extremely radical conclusion? Well, the thing to notice about the
Hawking temperature of the black hole is that it is determined by the surface gravity κ, and
in turn, this can only depend on solution parameters of the black hole geometry: the mass
M , angular momentum J , and (if any) electric/magnetic charges QI .

16 (It also depends on
theory parameters like G, but those do not vary.)

So consider the following thought experiment. First, imagine throwing a 1kg fish into a
black hole. The Hawking radiation that comes out after that is altered compared to what
it was before: it now has TH(M+1kg, J,QI). Now imagine throwing a 1kg thermodynamics
textbook into a black hole instead. Since the mass of the resulting black hole is identical
to that for the fish, the Hawking radiation that comes out of the black hole is changed in
exactly the same way: it only cares about the total parameters of the black hole spitting
out the Hawking radiation. It is in this sense that Hawking conjectured that black holes
eat quantum information: the radiation coming out completely misses the information that
distinguishes fishes from thermodynamics textbooks.

Taking the black hole entropy seriously teaches us that there is a huge number of
ways a black hole with given macroscopic solution parameters could have been formed:
it parametrizes our ignorance about what is behind the event horizon.

One of the best analogies I have seen for why Hawking’s argument may be incomplete
is the comparison with a lump of coal. Suppose that we start out with a coherent quantum
state of laser light, and zap a lump of coal with it. The lump of coal heats up, then emits
approximately thermal radiation, until it cools back down to its original state. If your
eyeballs/detectors were not very sensitive, and you only picked up on the temperature of
the outgoing radiation and not the finer details of how the information of the incoming
laser beam gets encoded in subtle correlations between outgoing photons, you would fool
yourself into thinking you had lost information. But the underlying physics process making
the coal heat up and its cooling via emission of radiation can be described in extremely
precise detail using the theory of QED, quantum electrodynamics, of coupled photons and
charged particles/antiparticles. It is only if we fail to keep track of the fine-grained quantum
information in the emitted photons that we would think information was lost.

Physicists like me hope that this kind of resolution will be what saves us from Hawking’s
claim of black hole information loss. There are excellent indications in the context of string
theory and AdS/CFT holography that the quantum information that seemed lost because we
used a crappy semiclassical approximation to do our calculations is indeed likely to be un-lost
once we figure out in greater levels of theoretical precision how fine-grained information is

16For astrophysical black holes, any electric charge is discharged very quickly via a quantum process known
as the Schwinger mechanism, in which charged particle-antiparticle pairs are created in the background of
an electric field, approximately a Compton wavelength apart.
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encoded in quantum gravity. But the devil is definitely in the details, and if I had solved this
problem already I would be much more famous! Stephen Hawking himself very famously
conceded a bet he had made with John Preskill and Kip Thorne of Caltech about this
question of black hole information loss: he changed his mind about information loss years
before he passed away.

In order to get a glimpse of how modern string theory provides some quantum gravity
answers to black hole information questions requires that we learn a little bit about extra
dimensions of space first. So that is what we turn to next.
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20 BH thermodynamics 2: quantum string theory

20.1 String and D-brane basics

There are two basic types of strings, open and closed. The string tension

T =
1

2π`2
s

(20.1)

sets the energy scale of string theory. Intuitively, longer strings should cost more energy,
and so should wilder string oscillations. How to make this precise?

The position of a string in spacetime is described by an embedding function Xµ(τ, σ),
depending on two intrinsic coordinates τ, σ on the worldsheet of the string. The QFT of
the string worldsheet is described by the Polyakov17 action, which is a generalization of the
Einbein action for the relativistic point particle. The equations of motion for the relativistic
string are wave equations, in straightforward situations like we will study here. It turns out
that both Neumann and Dirichlet boundary conditions for open strings are compatible with
the equations of motion. One obtains centre of mass motion like a particle, plus oscillators.

String theory also has a basic dimensionless parameter known as the coupling, denoted
by gs. This number controls the string interaction strength and the quantum probability of
spontaneously emitting a string. It is the loop counting parameter for string theory. The
3-point interaction vertex is shown below for closed strings; it comes with one power of gs.
For open strings, their 3-point vertex comes with a factor of

√
gs.
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We are best at calculating when gs is small, i.e. in perturbation theory. When gs is large,
this opens up the 11th dimension of M theory if you start with Type IIA superstrings. In
string theory, the Newton constant is a derived quantity,

16πG10 = (2π)7g2
s`

8
s . (20.2)

In 1995 it was realized that there are more than just strings in string theory. There are
also extended objects of various dimensions called D[irichlet]-branes. They fluctuate too,
e.g. by bending.

• 0-dimensional branes are particles,

• 1-dimensional branes are strings,

• higher-dimensional branes are generalized membranes.

17One can also use the Nambu-Goto action, which is analogous to the geometric action for a relativistic
point particle. This is equivalent classically, but more difficult to quantize.
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D-branes arise in string theory as loci where open strings end. This is enough to determine
their dynamics entirely: no extra input is required.

Bran
e

Bulk*

The tension of a Dp-brane is

Tp =
1

(2π)p`p+1
s gs

(20.3)

Notice the 1/gs dependence. This means that when gs is weak, D-branes are relatively heavy
compared to fundamental strings. But when gs is strong, the opposite happens!

Consider a system of a whole stack of branes piled on top of one another.

How much do branes warp the fabric of spacetime? In string frame,

dS2 =
1√
Hp

(
dt2 − d~x2

‖
)
−
√
Hp

(
d~x2
⊥
)
, Hp = 1 +

cpgsN`
7−p
s

|~x|7−p , (20.4)

where cp is a p-dependent constant. To keep perturbative control for strings, we need gs to
be small. But if we want a good amount of warping, gsN should be large. We can have both
for parametrically large-N .
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So starting from string ingredients, we can build big fat spacetimes. We just need lots of
branes. We can even build black hole with macroscopic horizons.

20.2 Building macroscopic black holes with strings and D-branes

A first-year grad student can calculate forces between Dp-branes of various p. Branes of the
same dimension that are parallel feel no attractive/repulsive forces from each other.
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e.g. or

Another no-force combination: a 5-brane along with a 1-brane parallel to one of its dimen-
sions.

This is useful because 1-branes and 5-branes carry two different types of charges, as well
as mass. Further, open-strings-with-momentum (purple) feel no force from 1-branes (red)
that are parallel to the momentum vector.

And open-strings-with-momentum feel no force from 5-branes (yellow) parallel to momen-
tum, either.

Since red guys and yellow guys feel no force, and red guys and purple guys feel no force, and
yellow guys and purple guys feel no force, we can safely combine all three together at once.

Black holes are compact objects, not extended like branes. So to make a black hole we
have to wrap up any brane ingredients on small rolled-up dimensions of space.

• Wrap up the 1 dimension of the 1-branes on S1.

• Wrap up the 5 dimensions of the 5-branes on S1 ×M4, M4 = T 4 or K3.

Superstring theory lives in 10D. Rolling up 5D gives a 5D black hole.
Table 1

purple 1

yellow 1

red 1

Untitled 1 Untitled 2 Untitled 3
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Keeping the rolled-up dimensions tame requires care. Warping from branes tends to squeeze
the spacetime fabric for directions parallel to them, and stretch it for directions perpendicular
to them.

• For S1, 1-brane and 5-brane squeezing balances momentum stretching. X

• For M4, squeezing from 5-branes balances stretching from 1-branes. X

The resulting 5D black hole – carrying mass, and purple, red, yellow charges – was con-
structed by A.Strominger and C.Vafa in 1996. Famously, they found

SBH = 2π
√
NmN1N5 .

Loop corrections are under control if gsN1 � 1, gsN5 � 1, g2
sNp � 1.

Our system was made from D5s, D1s, and momentum. To turn on a finite temperature,
we can sprinkle in a few open strings with momentum pointing in the opposite direction. If
opposite-momentum open strings meet the regular ones, they can interact and join up to
make a closed string, which can escape from the branes, unlike open strings. These escaped
closed strings were created according to the rules of string mechanics.

Amazingly, they give the same spectrum of emitted radiation, even for spinning black hole!
This beautiful agreement story can also be done for 4D black hole with four types of charges.
Astrophysical black hole have zero charges, while we need largeN . We are working on making
our microscopic models more realistic.

How about a few more details on the string/brane statistical mechanics? The D5-branes
plus (smeared18) D1-branes have symmetry group

SO(1, 1)×SO(4)‖×SO(4)⊥ (20.5)

This forbids (rigid) D-branes from carrying linear or angular momentum. Happily, mo-
mentum Nm/R can be carried by both bosonic and fermionic strings, 1/R each. Angular
momentum is carried only by fermionic strings, ~/2 each. Both linear and angular momenta
can be built up to macroscopic levels.

18This is necessary to avoid inducing KK modes when compactifying the D5-branes on M4.
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Strominger and Vafa noted that the wrapped D1-D5 configuration has a moduli space
(when the potential has a continuous family of global minima). If the compactification
parameters are chosen such that 4

√
Vol(M4) � R, the theory on the D-branes becomes a

d = 1 + 1 theory with (4, 4) SUSY, which is a CFT. This is what they analyzed in detail.
For large degeneracies in the d = 1 + 1 theory, we can use Cardy’s formula

Ω(Nm)∼exp

√
π cE (2πR)

3
= exp

(
2π

√
c

6
ER

)
, (20.6)

where R is the radius of S1, c is the central charge of the theory, and E is the energy of the
state whose degeneracy we are counting.

How do we find the central charge of our D1-D5 CFT? Generally,

c = nBose + 1
2
nFermi . (20.7)

What are our boson and fermion fields? Roughly speaking, we have N1N5 1-5 strings that
can move in 4 directions of M4, hence c = 6N1N5. More precisely, D1-branes can be thought
of as ADHM instantons in the D5-brane gauge theory. We have N1 instantons in a U(N5)
gauge theory, and N5 orientations to point them in. A more sophisticated analysis in the
SUSY gauge theory also gives c = 6N1N5.

Now, how about the energy E? This system is supersymmetric, and the pertinent
dispersion relation is E = |P |. In d = 1 + 1, things can move only to the right or left. Our
sign conventions correspond to the right-moving groundstate with oscillations in left-movers
only. The momentum was P = ±Nm/R, so the energy we need is E = Nm/R. This depends
on the momentum quantum number.

The Cardy formula said

Ω(Nm) = exp

(
2π

√
c

6
ER

)
.

Plugging in our values of c and E gives

Smicro = 2π
√
N1N5Nm .

omfg – this agrees exactly with the black hole result! Woohoo!!
In 5D, there are two angular momentum parameters. This happens because the trans-

verse symmetry group is SO(4)⊥ ' SU(2) ⊗ SU(2). Generalizing Strominger-Vafa while
keeping SUSY of black hole gives Jψ = −Jφ ≡ J and

SBH = 2π
√
N1N5Nm − J2

Emission spectra for non-extremal black holes also agree, with two independent Js, which is
a 6-parameter functional agreement.

The agreement was extended to quite a few other systems as well, e.g. for 4D black holes
with 4 macroscopic charges. Overall, a lot of progress has been made in building microscopic
models of black holes, but quite a lot remains to be understood. Getting the entropy and
emission spectrum right is only a small part of the job: we also need to understand the
wavefunction of what is behind the horizon, if there is one in quantum gravity, before we
can honestly say we have resolved the black hole information problem.
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21 BH thermodynamics 3: AdS/CFT holography

Holograms are fascinating because you can encode 3D info in a 2D image.

In late 1997 J.Maldacena discovered the first working model of the idea that the world
may be a hologram, which originated with G.’t Hooft and L.Susskind a few years earlier.
They had been motivated by the fact that the Bekenstein-Hawking entropy of a black hole
scales like its horizon area, not its volume like you would expect for hot gas in a piston.

Holography originated in string theory, not in other approaches to quantum gravity. It is
one of the most important discoveries in theoretical physics in recent decades, and surprised
a lot of smart people.

Holography has been applied to modelling the quark-gluon plasma, quantum critical
points in condensed matter systems, and understanding cosmology with positive cosmological
constant. Successes have been partial, so far.

21.1 Maldacena’s 1997 construction

Consider a bunch of 3-branes, in close-up. What fluctuates in this system? We have inter-
acting open strings ending on the branes, and closed strings in the bulk.

• Open strings have endpoints living on the 3-branes. Their lowest mode of vibration is
a massless spin-1 gauge boson like the photon or gluon. So the low-res approximation
to open string physics is a gauge theory, in 4D (3+1).

• Closed strings live in the full 10D (9+1). Their lowest mode of vibration, massless
spin 2, describes the fabric of spacetime. So the low-res approximation to closed string
physics is described by supergravity.

Open and closed strings interact, so their physics cannot be cleanly separated. String oscil-
lators and quantum loops give plenty of corrections to crude low-res approximations.

Bran
e

Bulk*

Maldacena invented a clever decoupling limit of a system of N D-branes. It turns off
interactions between open strings and closed strings, cuts through all the mess, and creates
something beautiful. It was a stunning insight.
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• For open string physics on the branes, the decoupling limit is a low-energy limit.
It strips away complicated string/loop corrections and gives just 4D gauge theory
(supersymmetric Yang-Mills theory with 16 supercharges) living on the branes. This
theory is a Conformal Field Theory (CFT).

• For closed string physics in the bulk, the decoupling limit zooms in on the near-core
region of the D3 spacetime. The resulting system is string theory – full quantum
gravity, no cheating – with AdS5×S5 asymptotics. The 5D Anti de Sitter (AdS) part
is the celebrated part.

Now comes the punch line! Whether you think in open string or closed string terms, you
still have the same stack of 3-branes. Decoupling ensures that you can think either-or.

Therefore, 4D CFT = 5D AdS! The 4D CFT is quite literally the hologram for quantum
gravity in 5D AdS.

This even works when you turn on a finite temperature. It involves a black hole in
AdS. This provides us with a fantastic laboratory for investigating detailed questions about
what happens to quantum information falling into black holes. Since the CFT does not have
gravity, there is an in-principle resolution of Hawking’s information problem – information
should not be lost in a quantum field theory of gauge bosons! In 2004, Hawking conceded
a major bet he had made with John Preskill years earlier. But an in-principle resolution is
not good enough – we really need to know precisely how the extra dimension of space in the
AdS emerges (in the technical sense) from the CFT, and how quantum information falling
into black holes is eventually retrieved. A lot of progress has been made, especially for the
low-dimensional cases of AdS3/CFT2 and AdS2/CFT1.

Some of the more advanced students among you might enjoy looking in a greater amount
of detail in §10 and §11 of my PHY2406S Introduction to String Theory course notes from
2015: http://ap.io/archives/courses/2014-2020/2406s/notes/all.pdf

21.2 CFTs and when their gravity dual is Einstein

In 2009, Heemskerk Peñedones, Polchinski and Sully showed the idea of AdS/CFT to be
much more general. It does not even remotely require string theory!

MORE HERE

21.3 Connections with quantum information theory

Ryu-Takayanagi
SYK model
MORE HERE
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22 Gravitational lensing

Please bookmark the course website at http://ap.io/484s/, read all of it carefully, and
make a habit of checking it at least twice a week. It contains vital information for all students
taking PHY484S/1484S, including the syllabus, lecture notes, and how to contact me.

Today’s discussion is based closely on a review article astro-ph/0304438 by Konrad
Kuijken entitled “The Basics of Lensing”. All figures shown are from his paper.

22.1 Deflection angles

In GR1, we analyzed the deflection of light because it is one of the signature experimental tests
of General Relativity. We found a deflection even when we analyzed things using Newtonian
gravity. For a small deflection from motion along the z-axis, we found the perpendicular
acceleration

g⊥ =
GMb

(b2 + z2)3/2
, (22.1)

where b is the impact parameter. This gives

v⊥ =

∫
g⊥dt =

∫
g⊥
dz

c
=

2GM

bc
, (22.2)

so that the Newtonian deflection angle αN is

αN =
v⊥
c

=
2GM

c2b
� 1 . (22.3)

As we found last semester, the GR result for small deflections was twice this,

αGR =
4GM

c2b
� 1 . (22.4)

For larger deflection angles, we needed to use the geodesic equations to teach us how to to
compute the result as an integral that we found in GR1, rather than just using a simple series
expansion.

What if the lens is not a point mass but rather an extended object with a mass distri-
bution ρ(x, y, z)? If the lens is thin, in the sense that lateral acceleration happens only in a
brief zone, then we can write

vx,y = 2

∫
∂x,yψ

dz

c
. (22.5)

where the 2 is from GR and ψ is the Newtonian potential. Defining

Ψ(x, y) =

∫
dz ψ(x, y, z) (22.6)

gives for the transverse deflection angles

αx,y =
2

c2
∇x,yΨ(x, y) (22.7)

and

∇2Ψ = 4πGΣ(x, y) , Σ(x, y) =

∫
dz ρ(x, y, z) . (22.8)
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If we want to trace a light ray back from the direction θ to the source, we can use
trigonometry, and an assumption of small angles and small deflections, to obtain

β = θ − Dds

Ds

α(Ddθ) , (22.9)

which is called the ray-trace equation. Surface brightness of the source is conserved under
gravitational lensing, so this ray-tracing can be used to image the lensed sky. Note that if
we wanted to do the opposite, namely to find the image angle θ corresponding to a given
source angle β, this is generally a complicated problem and there may not even be a unique
solution!

A very simple model is the Plummer model representing a softened point mass,

ρ(r) =
3Ma2

4π(r2 + a2)5/2
, Σ(s) =

Ma2

π(a2 + s2)
, ψ(r) = − GM

(r2 + a2)1/2
, (22.10)

where s2 = r2 − z2 is the projected radius. This gives

α(s) =
4GM

c2

s

a2 + s2
, (22.11)

and the ray-trace equation gives

β = θ − 4GM

c2

Dds

DdDs

θ

θ2 + (a/Dd)2
, (22.12)

which is a cubic equation for the image position θ. If my source was right behind the lens,
β = 0, then θ is a solution, and there are also two other solutions provided that

M

πa2
= Σ(s = 0) >

c2

4πG

Ds

DdDds

≡ Σcrit . (22.13)

So a lens with a big enough surface mass density can generate multiple images. The further
away it is, the easier it is to make multiple images because less bending is needed. Note
that the image of any object right behind a lens must be axisymmetric – it is known as an
Einstein ring.
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22.2 Time delay

What if we wanted to study a more complicated mass distribution? Fermat’s principle says
that light rays follow paths which are stationary points in arrival time. So what is the arrival
time? In a weak gravitational field where the Newtonian approximation applies, we have

ds2 '
(

1 +
2ψ

c2

)
c2dt2 −

(
1− 2ψ

c2

)
|d~x|2 . (22.14)

Light rays obey ds2 = 0, and so for one propagating along the z-axis we have

cdt '
(

1− 2ψ

c2

)
dz . (22.15)

The first term in the integrated time delay just gives the path length z/c. The second term
−(2/c3)

∫
ψdz is known as the Shapiro delay.

Now imagine that my light ray got deflected by a thin lens.

This affects the path length, giving a difference

δ` ' X2

2Dd

+
X2

2Dds

=
DdDs

2Dds

(β − θ)2 , (22.16)

and it also changes the Shapiro delay,

− 2

c3

∫
ψdz = − 2

c3
Ψ(Ddθ) . (22.17)

Combining them gives the total time delay

cδt =
DdDs

2Dds

(β − θ)2 − 2

c2
Ψ(Ddθ) ≡ Φ(β, θ) (22.18)

where Φ is known as the Fermat potential. Insisting on stationary paths ∇θΦ = 0 gives
back the ray-trace equation we discussed earlier.
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22.3 Magnification and multiple images

How do we measure the distortion from extended gravitational sources? Let us define a
magnification matrix, abbreviating Ψij = ∂i∂jΨ,

Aij ≡
∂θi
∂βj

=

(
δij −

2

c2

DdsDd

Ds

Ψij

)−1

∝
(

∂2Φ

∂θi∂θj

)−1

, (22.19)

A =

1− κ− γ1 −γ2

−γ2 1− κ+ γ1

 ,


κ

γ1

γ2

 =
DdsDd

c2Ds


Ψ11 + Ψ22

Ψ11 −Ψ22

2Ψ12

 . (22.20)

κ parametrizes the convergence of the mapping, and it turns out to be given by κ = Σ/Σcrit.
γ1,2 parametrize the shear. The magnification is

M = det(A) =
[
(1− κ)2 − γ2

1 − γ2
2

]−1
. (22.21)

The key physics question is whether or not this magnification blows up anywhere, signalling
the fact that A is not invertible because there are multiple images of any part of the source
plane. If the shear is negligible and the convergence small, as for a weak lens, then M '
1 + 2κ. This is always positive, because an overdensity of mass in the lens focuses. For a
strong lens, a sufficient but not necessary condition to have multiple images is κ = 1.

117



Thinking geometrically about the maxima, minima, and saddles of the projected Newto-
nian potential Φ enables proofs of some general laws of lensing, for smooth lensing potentials.

1. There is always at least one minimum of Φ, and therefore at least one image.
2. The number of images of finite magnification is odd.
3. The number of even parity images is one greater than the number of odd parity images,

and new images always get formed in pairs of opposite parity.

This was all nice and fine. But wait – have we accidentally made a terrible assumption,
pretending that spacetime was nearly Minkowski in our analysis of the time delay? After all,
we do live in an expanding cosmos that evolves over time. What changes in an expanding
FRW (homogeneous, isotropic) universe? Clearly, this is going to depend on which kind of
distance measure we use. The delightful fact is that if we use a definition we later introduce
known as the angular diameter distance, then nothing changes at all. Yay!

22.4 Experiment

Astronomers and astrophysicists have used lensing as a probe of multiple cosmological pa-
rameters. One example is using time delays to get a handle on the Hubble constant. This
is possible because rescalings of the setup of source, lens, and observer alter the Fermat
potential. Another example is using cluster lenses to have a better peek at faraway galaxies.
Another is weak lensing, in which one looks at the properties of the average galaxy, recog-
nizing that it should be round if there are no lenses. (Of course, many galaxies are elliptical,
but counted over large numbers, the average galaxy should be round.) If it is not round, i.e.
is sheared, then this is a signal that you have lenses. This is just a very brief summary – as
with every topic I touch on in this course, there is a lot more to say about lensing that is
physically fascinating.

This image is of the “Smiling Galaxy Cluster”, SDSS-J1038+4849-20150210.
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23 Numerical relativity 1

Numerical relativity is a giant subject, and it has advanced greatly in the last several years.
Two good relatively recent textbooks are “Numerical Relativity: Solving Einstein’s Equa-
tions on the Computer” by Thomas W. Baumgarte and Stuart L. Shapiro (Cambridge, 2010),
and “Introduction to 3+1 Numerical Relativity” by Miguel Alcubierre (Oxford, 2008). Our
discussion here is based closely on an article by Alcubierre, “Brief Introduction to Numerical
Relativity”, AIP Conference Proceedings 758, 193 (2005); doi:10.1063/1.1900520.

The equations of classical General Relativity are nonlinear. This makes solving them
qualitatively immensely harder than for linear systems like classical electromagnetism. In
D dimensions of spacetime, we have D(D + 1)/2 independent components of the spacetime
metric, and this is also the number of Einstein equations because Gµν has the same symme-
tries as gµν . But we also know that we have the freedom to change our coordinate system
on spacetime, and that ensures that D of the equations are not true dynamical equations.

We encountered a simpler version of this story when we were studying homogeneous,
isotropic FRW universes. There, we found that one of the Einstein equations was first order.
This specified the (square of the) Hubble parameter

.
a/a in terms of the sum of the energy

densities of the various components of the cosmological fluid. We also found that another
Einstein equations was second order, specifying

..
a/a in terms of a particular combination of

the sum of the energy densities and the sum of the pressures of the cosmological fluid. The
reason why we did not get six second order equations and four constraints for that case and
instead got one of each was that we had a system with a very high degree of symmetry.

Trying to put the combined system of D constraints and D(D−1)/2 dynamical evolution
equations on a computer can be extremely frustrating, because the numerical errors tend
to build up much faster than you want. Clever choices of parametrization can make a
ginormous difference to the feasibility of computing, say, LIGO waveforms! So, how do
numerical relativists set up their calculations successfully?

23.1 3+1 decomposition

Throughout GR1 and GR2 so far, I have presented everything in covariant form. But to solve
GR numerically, we need to be able to evolve from a set of initial data at some snapshot
in time into the future. Three common approaches to splitting up spacetime in a suitable
fashion are called the Cauchy, conformal, and characteristic formalisms. The first two of
these split spacetime M into a foliation of spacelike hypersurfaces Σ. In the Cauchy case
these surfaces reach spatial infinity. In the conformal cause they reach null infinity instead,
allowing compactification bringing infinity in to a finite coordinate distance, and a superior
way of understanding boundary conditions of pertinent fields there. The characteristics
method uses a quite different approach: foliation of spacetime using null cones emanating
from a central worldtube. It also allows a conformal compactification with similar benefits.
The Cauchy or 3+1 formalism is the one we will briefly sketch here. A Cauchy surface is
defined as a spacelike hypersurface such that each timelike or null curve without endpoints
intersects it exactly once.

Suppose that we have a global time function t in a spacetime whose level sets are the
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hypersurfaces foliating spacetime. Then we can write (apologies for different signature!)

ds2 = −α2dt2 + γij
(
dxi + βidt

) (
dxj + βjdt

)
, (23.1)

where the lapse α measures proper time between adjacent Σ, the shift βi measures the
relative speed between observers moving normal to Σ vs those at constant xi, and the 3D
metric γij on Σ. This is depicted in the figure below, taken from Alcubierre.

The extrinsic curvature tensor Kij measures how spatial hypersurfaces Σ are immersed
in M; specifically, how much the unit normal direction to the hypersurface changes from
point to point. It is proportional to the Lie derivative of the 3-metric along the time lines,
which gives

∂tγij = −2αKij +Diβj +Djβi . (23.2)

Here, Di is the covariant derivative associated to the 3-metric γij, and βi = γijβ
j, i.e.

contractions of spatial indices are done using the 3-metric.

How do the Einstein equations decompose? The key physics fact is that these split into
constraints and dynamical equations, corresponding to the freedom to choose different coor-
dinates and true dynamics respectively. The first constraint is known as the Hamiltonian
constraint,

R + (trK)2 −KijK
ij = 16πGρ , (23.3)

where ρ is the energy density measured by observers moving normal to the hypersurface:
ρ = nµnνTµν . The second is known as the momentum constraint,

Dj

(
Kij − γijtrK

)
= 8πGji , (23.4)

where ji is the normal momentum flux of matter: ji = −γαµNβTαβ. The remaining six
dynamical Einstein equations are

∂tKij = βaDaKij +KiaDjβ
a +KjaDiβ

a −DiDjα

+ α
(
Rij − 2KiaK

a
j +KijtrK

)
+ 4πGα [γij (trS − ρ)− 2Sij] , (23.5)
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where Sij is the normal stress tensor. A key piece of physics to appreciate is that the
Bianchi identities ensure that the dynamical evolution equations preserve the constraints.
The combined set of equations (23.3), (23.4), and (23.5) is known as the ADM equations,
derived in 1962 by Arnowitt, Deser, and Misner.

The dynamical ADM equations are obviously not unique, because we can add multiples of
the constraint to them without affecting the physical solutions (!!). This raises the question
of well-posedness: do solutions exist, and are they stable w.r.t. small changes in initial
conditions? It turns out that this system of PDEs is weakly hyperbolic, in the sense that
its set of eigenvectors is not complete, and hence is ill-posed: some norm of the solution
grows more than exponentially in time. In the last twenty years it has been understood that
a reformulation of ADM by Shibata-Nakamura plus Baumgartner-Shapiro and Nakamura-
Oohara-Kojima, known as BSSN[-NOK], possesses highly superior numerical stability: it is
strongly hyperbolic. The search for even better general hyperbolic reductions of the Einstein
evolution equations is still an active area of research.

23.2 Gauge choices

Notice how the evolution equations above do not specify the time dependence of either the
lapse α or the shift βi, which describe the coordinate system we are using on our spacetime
M foliated by hypersurfaces Σ. This is not a mistake: it is a deep reflection of the fact
that the choice of lapse and shift is “merely” a gauge choice. Since there is a lot of wiggle
room in how we might choose α, βi, we should choose wisely in order to solve Einstein’s
equations numerically. In particular, great care must be taken to avoid both coordinate
singularities (annoying) and physical singularities (aaargh!), and also to cover all interesting
regions of spacetime. The clever thing to do is to choose the lapse and shift dynamically –
and advantageously – along the way.

The choice of lapse α is known as a slicing condition. These can be sorted into three
types: (1) prescribed slicings, which specify an a priori known function of space and time,
(2) algebraic slicings, where α or

.
α is specified as a function of γij and Kij at each Σ, and (3)

elliptic slicings, where the lapse is found by solving an elliptic equation enforcing a geometric
condition on the Σs. How about some examples?

The simplest choice of Type 1 is α = 1, which sets proper time and coordinate time to
be equal. It turns out that this implies that normal observers are in freefall, which means
that the slicing is geodesic. But since geodesics can focus, this is generically a pretty terrible
choice of slicing: it would break down whenever adjacent geodesics bump into each other.
How about a slicing where normal observers are prevented from doing that?

Suppose that we ask for volume elements associated to normal observers to remain fixed.
This is known as maximal slicing. The ADM equations then imply that trK and its time
derivative are zero, so that the lapse satisfies an elliptic equation

D2α = αKijK
ij , (23.6)

where D2 = DkD
k is the 3D Laplacian. This slicing of Type 3 turns out to be very robust:

whenever it can be applied, it produces smooth results. It is also singularity avoiding, in
the sense that as a singularity is approached the lapse collapses to zero, halting evolution
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there while letting it continue freely away from the singularity. This is depicted in the figure
below, taken from Alcubierre. But maximal slicing suffers from a slice stretching problem:
radial components of the metric grow rapidly as slices stretch away from the frozen singular
region out to non-frozen regions.

Motivated by greater understanding of hyperbolicity and by advances in computing
hardware, a more popular focus in recent years has been algebraic slicing conditions, i.e.
Type 2. For the Bona-Masso family of slicings found in 1995,(

∂t − βi∂i
)
α = −α2f(α)trK , (23.7)

where the only condition on f(α) is that it must be positive. This family is a generalization
of the much older harmonic gauge condition, which is the case f = 1. For that case, �t = 0,
and α = h(xk)

√
γ, where

√
γ is the determinant of the 3-metric, a.k.a. the volume element,

and h is t-independent. So α/
√
γ is conserved under time evolution. Another choice is

f(α) = N/α with N > 0. This gives α = h(xk)+ln(
√
γN), and it has singularity avoiding

properties. According to Alcubierre, it has been used quite a lot for N = 2. So that was
all about the lapse. How about the shift?

The choice of shift βi is called a shift condition. A good deal less is known about
choosing the shift advantageously than about choosing the lapse advantageously. An initial
question we might start with is to ask whether we need to have a nonzero shift at all.
Could we get away with just setting it to zero throughout the calculations? In a number of
situations with a higher degree of symmetry, the answer seems to be yes. Yet in some such
cases, a different choice produces better numerical convergence.

More seriously, there are several situations known in which setting the shift to zero
turns out to be an actively poor choice, because errors build up sufficiently quickly as to
make the numerical code fail prematurely. An example of such situations is a 3D simulation
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of orbiting compact objects, where large shears would develop if a nontrivial shift were
disallowed. Another specific situation in which nontrivial shifts are needed is in evolution of
systems with angular momentum, which display the physical phenomenon of inertial frame
dragging. (Remember when we studied the Kerr black hole, and found that even photons
got dragged around with the sense of rotation of the black hole, even if they started off going
in the −êφ direction?) There, using co-rotating coordinates with a shift that asymptotes
to a rigid rotation out at infinity has been really important to being able to numerically
evolve such systems for long enough timescales to draw physically useful conclusions. This
is essential for studying evolution of BH-BH binaries.

Smarr and York proposed a classic shift scheme in 1978 known as minimal distortion.
Consider the conformal 3-metric

γ̃ij ≡ γij/ 3
√
γ , (23.8)

which is defined to have unit determinant. Now define a distortion tensor proportional to
the time derivative of the conformal 3-metric,

Σij ≡
1

2

√
γ∂tγ̃ij . (23.9)

Varying and requiring that
∫

Σ
ΣijΣ

ij be minimized over the hypersurface Σ gives an equation
of motion DjΣij = 0, which gives in turn

Dj
(
L̂β
)
ij

= 2DJ

[
α

(
Kij −

1

3
γijtrK

)]
, (23.10)

where D̃i is the covariant derivative found from the conformal 3-metric and the differential
operator L̂ on a vector field W is defined as(

L̂W
)
ij
≡ D̃iWj + D̃jWi −

2

3
γ̃ijD̃kW

k . (23.11)

These equations (23.10) are second order PDEs. The interesting thing physically is that
they are elliptic. However, they are difficult to solve in 3D, and therefore not used much.

A more modern shift choice is a class associated to the BSSN-NOK upgrade of the ADM
formalism. This is morally similar to a Type 2 choice of lapse. There, a contracted conformal
Christoffel symbol is defined as

Γ̃
i ≡ γjkΓ̃

i

jk , (23.12)

as an auxiliary variable. Then the shift is designed so that its acceleration is proportional
to the velocities of these contracted conformal Christoffels,

∂2
t β

i ∼ ∂tΓ̃
i
. (23.13)

The neat thing about this is that the principal part of the RHS of this equation – the part
with the highest order derivatives – is identical to a minimal distortion condition. This type
of shift condition is known as a gamma driver shift condition, and it can be understood as
a hyperbolic version of minimal distortion. The reason why this type has been so popular is
that implementing it numerically is much more straightforward, and it is robust in practice,
handling slice stretching of singularity-avoiding slicings nicely and allowing very long time
evolutions.
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24 Numerical relativity 2

24.1 Initial data

We learned last time that the 3+1 decomposition in the Cauchy formalism for numerical
evolution of GR gave D(D − 1)/2 dynamical equations and D constraint equations. The
presence of the constraints means that even specifying initial data to start off a numerical
evolution requires solving some coupled PDEs! These are elliptic in nature.

The classic way of finding initial data is to use the York-Lichnerowicz prescription.
This decomposes the spatial metric into a conformal factor φ (not to be confused with the
Newtonian potential Φ or the azimuthal angle φ or the inflaton ϕ) and the conformal metric
γ̃ij,

γij ≡ φ4γ̃ij . (24.1)

The extrinsic curvature can also be decomposed by first removing the trace part,

Aij ≡ Kij −
1

3
γijtrK , (24.2)

and conformally transforming to Ãij,

Aij ≡ φ−10Ãij . (24.3)

This can be decomposed further into

Ãij = Ã
∗
ij +

(
L̂W

)
ij
, (24.4)

where Ã
∗
ij is divergenceless, Wi is a vector, and L̂ was defined in (23.11).

So if we are given {γ̃ij, trK, Ã
∗
ij}, then we can solve for {φ,W i}. The Hamiltonian

constraint yields

8D̃
2
φ− R̃φ+ φ−7

(
ÃijÃ

ij
)
− 2

3
φ5 (trK)2 + 16πGφ−3ρ = 0 . (24.5)

The momentum constraint yields

D̃
2
W i − 2

3
φ6D̃

i
trK − 8πGji = 0 . (24.6)

If we pick trK = 0 and assume that γ̃ij = δij, and further assume that we are in vacuum
(no energy-momentum), we find

8D2
flatφ+ φ−7

(
ÃijÃ

ij
)

= 0

D2
flatW

i = 0 . (24.7)

Note that the second equation for W i is linear! In a number of interesting cases, analytic
solutions are available. Let us now discuss one example.
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Example: what are the initial data for the vacuum solution corresponding to a confor-
mally flat metric at a moment of time symmetry? This has γ̃ij = δij and Kij = 0. So the
two equations collapse to the very simple

D2
flatφ = 0 , (24.8)

which has a simple 1-centre solution

φ = 1 +
GM

2r
. (24.9)

(There is no need for nonzero W i, so we omit it.) In spherical coordinates {r,Ω2}, the spatial
line element is

d`2 =

(
1 +

GM

2r

)4 [
dr2 + r2dΩ2

2

]
, (24.10)

which is none other than the Schwarzschild geometry in an isotropic coordinate system! Note
that since our equation for the conformal factor is linear, we can actually create initial data
at this moment of time symmetry by superposing to obtain a multi-centre solution,

φBL = 1 +
N∑
I=1

GMI

2 |~r − ~rI |
. (24.11)

This solution is known as Brill-Lindquist data and it represents N black holes momentarily
at rest at the moment of time symmetry. Note that this is not the only solution available – in
fact, there is no uniqueness theorem for solutions of the initial value equations of GR. Another
solution of the equations is known as Misner data, which corresponds to a solution with
N Einstein-Rosen bridges (c.f. maximally analytically extended Schwarzschild geometry)
joining two universes, rather than joining one universe with N disjoint others. Finding the
solution for Misner data involves recruiting an analogue of the method of spherical inversion
images in electrostatics. In cylindrical coordinates {ρ, ϕ, z},

φMis = 1 +
∞∑
n=1

1

sinh(nµ)

(
1√

ρ2 + [z + coth(nµ)]2
+

1√
ρ2 + [z − coth(nµ)]2

)
(24.12)

There are also other families, like Bowen-York and Baker-Puzio-Krivan-Price. Here are two
figures from Baumgarte-Shapiro §3.1 depicting BL vs Misner data for N = 2:

Finding solutions for orbiting black holes which have momentum is also possible. More re-
cent methods for constructing initial data are known as the conformal thin sandwich method,
which makes use of an approximate helical symmetry early in the evolution of two orbiting
black holes, and the waveless approximation. Finding suitable solutions analytically is the
exception rather than the rule.
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24.2 Numerical methods

Two popular procedures for solving PDEs numerically that are pertinent to GR are finite
difference methods and spectral methods. Finite element methods used in engineering are
less common. The 2010 textbook by Baumgarte-Shapiro has a nice discussion of both finite
difference methods and spectral methods in §6.

Spectral methods approximate the solution to a PDE in terms of a truncated series
of basis functions {φk}, for k up to some kmax = N . Then derivatives of basic dynamical
variables appearing in the PDE can be expressed analytically, in terms of known derivatives
of the basis functions. If we pick our basis functions well, then contributions from higher
order ones die off quickly with wavenumber k, and the numerical error drops off exponentially
with N , which is faster than the power-law convergence seen in finite difference methods.
The downside for spectral methods that implementing them is more complicated, and they
are less well suited for modelling situations with discontinuities, e.g. shock waves. When
using spectral methods, it is absolutely key to pick a set of basis functions cleverly. For
periodic problems, Fourier modes are the best. But for many GR applications, the best
special functions to use are known as Chebychev polynomials. On the interval [−1, 1], they
oscillate between −1 and +1. Two successive Chebychev polynomials Tn(x) and Tn+1(x)
assume their extrema at locations that are staggered, which means that truncation errors
in a numerical integration scheme tend to be spread out relatively evenly over the entire
interval, rather than bunching up in certain inconvenient places.

Finite difference methods are more widely used than spectral ones. They treat
spacetime not as continuous but as a lattice or grid or mesh of points. Derivatives are
expressed in a truncated Taylor series, in terms of finite differences of functions divided
by grid separations. This turns the original PDEs into a set of algebraic equations. The
accuracy of the simulation is higher if you use a larger number of grid points and use a higher
order Taylor series approximation of the derivatives. The final number of coupled algebraic
equations can be enormous, especially if you are doing a full 3D simulation (i.e. your system
does not possess plenty of symmetry). The saving grace is that the matrices that need to be
inverted are sparse, not of full rank.

To be sure that a finite difference method is solid, we should have a setup that is con-
sistent, convergent, and stable. What do those three criteria mean? Well, consistency is a
local condition, and it says that when we take the grid separation to zero, we should recover
the PDEs that we claimed to be simulating in a discretized fashion in the first place. This
feels like it should be obvious by inspection, but can be nontrivial to check at a coordinate
(or physical) singularity. How about convergence? This is a more global notion: we want a
discretization that improves after a finite time as the grid is refined. The third criterion is
about stability. Finite difference approximation schemes can actually produce exponentially
growing solutions, even if the exact full solution to the PDE is well-defined! The Lax theorem
states that for a consistent approximation, convergence and stability are equivalent.

So is there a general way to tell when our discretization of GR PDEs is likely to fail?
There is. It is known as the Courant-Friedrichs-Lewy condition for finite difference
schemes for hyperbolic PDEs. It turns out to be usually necessary and often also sufficient

126



to ensure stability. The CFL condition says that

|v|∆t
∆x

≤ 1 , (24.13)

where |v| is the characteristic speed (a property of the PDE), ∆t is the temporal grid size,
and ∆x is the spatial grid size. Or in other words, the numerical domain of determinacy must
be larger than the domain of determinacy of the PDE itself. Intuitively, this makes sense
from a causality perspective. If the numerical domain of determinacy were too small, the
numerical solution would not converge no matter the size of the grid, because information
pertinent to its evolution would be left out. When |v| = 1 as in GR, grid timesteps need to
be smaller than the spatial grid separation.

Note that in many applications, fluid dynamics prime among them as well as in GR, it
is typically necessary to refine the mesh during the numerical evolution. This is especially
important in GR for handling horizons and singularities. FMR or fixed mesh refinement is
useful when it is known in advance where the mesh has to be refined. AMR or adaptive
mesh refinement is when grid refinement is done adaptively – only where needed – as the
simulation putters along. This is not easy to do computationally, as implementing boundary
conditions on the refined grids is very technical: one has to worry about waves reflecting off
the interfaces, for example. But it is a heck of lot more efficient overall than just doing FMR
at the smallest AMR grid size everywhere, because one is not wasting scarce computational
resources where they are not physically needed.

24.3 Applications

Numerical relativity has shown people interested in gravity a lot of interesting phenomena
since it became possible computationally. For instance, in the 1990s, Matt Choptuik discov-
ered a phenomenon known as Choptuik scaling while showing that you could violate the
cosmic censorship conjecture for nongeneric initial conditions, in a simple model of gravita-
tional collapse of spherically symmetric scalar field coupled to gravity. If the ingoing pulse
of scalar field did not have enough energy parametrized by some parameter p, no black hole
would form; if there were lots of energy a black hole would form. At the critical value p∗, the
black hole that formed had zero mass and a singularity, indicating that the horizon did not
properly cover the singularity as it was located at the same radius! Moreover, around the
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critical value, p∗, the mass of the resulting black hole scaled like M ∼ (p−p∗)γ, where γ was
a universal scaling expononent. Scaling in gravitational collapse turned out to be a more
general phenomenon, and in some systems there is self-similarity, either periodic or exact.

Another example is the Gregory-Laflamme instability, which afflicts many extended ob-
jects with horizons in higher-D gravity. In HW4 Q4, you studied a neutral black string in
5D, before boosting it and compactifying. This black string has exact translation invari-
ance. But what if we do small perturbations to it? Ruth Gregory and Raymond Laflamme
discovered (hep-th/9301052) that the perturbations grow, inducing lumpiness in the shape
of its horizon. The natural question then arises: what can we learn beyond perturbation
theory? Lehner and Pretorius (1106.5184) were able to show numerically and definitively
that this instability unfolds in a self-similar fashion, producing a fractal structure of ever
thinner necks. Even more interestingly, they found that in a finite time, naked singularities
are produced! But these naked singularities are rather mild compared to what might have
occurred. Probably, in quantum gravity, the bifurcation of the horizon would only release
order one Planck energy in the process. If the black string has charge, then the Noether
charge arising from the gauge symmetry of the EM field protects it against instability: in
the limit of the extremal black string, the Gregory-Laflamme instability is absent.

Numerical relativists have mostly been focused on the bigger problem of simulating merg-
ers of neutron stars (NS) and black holes (BH): NS-NS, NS-BH, BH-BH mergers. These sim-
ulations are needed to produce waveform templates for gravitational waves to be compared
to gravitational wave experiments such as LIGO and VIRGO.
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